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Abstract

Score based generative models need a forward stochastic process whose law con-
verges to a reference distribution that can be sampled. Hyperbolic space Hn

is a natural state space for hierarchical data, but Brownian motion on it is tran-
sient and has no invariant probability law. We analyse the confined diffusion
dXt = − c

2∇r
2 dt+

√
2 dBt, whose invariant law µc ∝ e−cr2/2 dvol exists for ev-

ery c > 0, and trace its spectral structure into the design, training and validation of a
generative model. The spectral gap λ1(c) sets the rate at which the forward process
forgets the data, and the curvature threshold c = n−1 separates two regimes. Above
the threshold the gap grows linearly, with c−(n−1) ≤ λ1(c) ≤ c− 2

3 (n−1)+o(1).
Below it the gap collapses faster than any power of c as c ↓ 0, while an explicit
lower bound keeps it positive at every c. On H2 the upper and lower bounds match:
λ1(c) ≍

√
c e−1/(2c). A commutation identity shows that for every c the gap is

attained in the first spherical harmonic sector, with the slowest radial mode relaxing
exactly c faster than the slowest angular mode. The first angular harmonic of the
data is therefore the last component the forward process forgets, and the sampler
must reconstruct it from the least informative endpoint. The sampler’s score is the
stationary drift plus a learned residual read in an orthonormal frame, which avoids
the Θ(er) amplification that makes untrained extrinsic network heads diverge in a
one seed ablation. Simulated eigenfunction observables relax at the computed gaps
to within four percent in dimensions two to four. On hierarchical data in H2 and
H3, synthetic and built on the WordNet mammal taxonomy, the generation error at
a fixed horizon is smallest at or within a factor two of the threshold and rises on
either side of it, for different reasons. Below the threshold the forward process does
not reach its prior, which a statistic of the forward process alone predicts before
training. Above it the rise is consistent with a harder score estimation and sampling
problem. Across repeated training seeds the intrinsic model is comparable to a
wrapped normal baseline trained with exact score targets.

1 Introduction

Denoising diffusion and score based models generate data by reversing a stochastic process: the
forward process carries the data law towards a reference law, and a learned reverse process transports
it back [1, 2]. On Rn the standard choice is a variance preserving Ornstein–Uhlenbeck (OU)
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process with a Gaussian reference law [2]. On compact manifolds, Brownian motion already has the
normalised volume as a stationary law, which is used for spherical and rotational data [3], for torsion
angles on tori [5] and, combined with Euclidean translational noising, for rigid body and protein
geometry [6, 7]; E(3)-equivariant Euclidean diffusion is also used for three-dimensional molecular
coordinates [8]. Discrete state spaces use Markov corruption processes [9, 10].

The normalised volume, the reference law on compact manifolds, does not exist on hyperbolic space
Hn, a natural state space for hierarchical data: trees admit embeddings in H2 with arbitrarily low
distortion [13], while hyperbolic embeddings are effective for learned hierarchical representations
[12]. The space Hn has infinite volume, Brownian motion on it is transient [30], and the bottom of
the spectrum of −∆ is (n− 1)2/4 [18, 28]; undrifted Brownian motion therefore has no stationary
probability law. Alternatives are the wrapped normal, a Euclidean Gaussian pushed through the
exponential map [11], and Riemannian diffusion models with a drift towards a prescribed prior [3, 4].
We study radial quadratic confinement, Wc =

c
2r

2 with generator Lc = ∆−∇Wc · ∇ and invariant
law µc ∝ e−cr2/2 dvol, and ask when the stationary law exists, how quickly the process mixes and
how those rates affect a generative model.

The paper follows the confined diffusion from its stochastic analysis to a sampler, organised around
two questions: how the invariant law and the spectral gap of the forward process guide the choice
of c and supply a validation statistic available before any network is trained, and how the stationary
dynamics can be built into the reverse process so that the sampler stays stable outside the training
support. Our contributions are as follows.

• Spectral estimates on both sides of the threshold (Section 3). The law µc exists and is the
unique invariant probability measure for every c > 0; above the threshold c = n− 1 the Bakry–
Émery bound gives λ1(c) ≥ c − (n − 1) and a Rayleigh quotient an upper bound of the same
order (Theorems 3.1, 3.2). A commutation identity (Proposition 3.3) shows that the nonzero radial
spectrum of −Lc is the first spherical harmonic spectrum shifted by exactly c: the gap is attained
in the first harmonic sector for every c, the slowest radial mode relaxes c faster than the slowest
angular mode, and λ1(c) ≤ Varµc

(r)−1 − c (Corollary 3.4). Theorem 3.5 sharpens this bound
at large c to λ1(c) ≤ c − 2

3 (n − 1) + o(1), hence λ1(c)/c → 1. Below the threshold the gap
instead collapses exponentially (Theorem 3.6), and a positive lower bound with explicit constants
(Theorem 3.7) matches the collapse on H2, where λ1(c) ≍

√
c e−1/(2c), and its exponent on H3.

Since the gap stays positive for every c (Remark 3.8), the threshold is a crossover in the mixing
rate, not a boundary of existence.

• A stable score model (Section 4). The score is the stationary drift plus a learned residual in
an orthonormal frame, so a zero residual recovers the ergodic stationary process exactly, and
the frame avoids the Θ(er) amplification of extrinsic outputs under the Minkowski projection
(Lemma B.1), which otherwise creates a feedback loop once a sample leaves the training support.

• Experiments that validate the theory and resolve the two regimes (Section 5). Simulated
eigenfunction observables on H2, H3 and H4 relax at the finite element spectral gaps to within
four percent, and the slowest radial and angular modes differ in rate by the amount c that
Proposition 3.3 predicts. On hierarchical data in H2 and H3, including one built on the WordNet
mammal taxonomy, the generation error at a fixed horizon is smallest at or within a factor two
of the threshold and rises on both sides. Below the threshold the failure is visible in the forward
process before training. Across repeated training seeds the intrinsic model is comparable to a
wrapped baseline with exact targets. Section 2 and Appendix A place Hn among the geometries
in use: finite volume, not compactness, decides whether Brownian motion needs a drift.

Related work. Riemannian diffusion models [3, 4] develop forward and reverse diffusions and
trainable objectives on manifolds, including synthetic non-compact hyperbolic examples with a drift
towards a chosen prior. Our question is more specific: we analyse radial quadratic confinement on
Hn, identify its curvature dependent spectral regimes and trace them into score parameterisation
and generative failure. Wrapped normal models [11] and hyperbolic representation learning [12,
13] motivate the geometry; the spectral analysis uses Bakry–Émery theory [32], Lyapunov type
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Poincaré criteria [19] and the polar-decomposition isospectrality of A∗A and AA∗ [21], with Deift’s
commutation method providing a related spectral precedent [20]. We do not claim that radial quadratic
confinement is the optimal generator; our aim is to characterise its geometric cost.

2 Brownian motion, invariant measures and the need for a drift

Let (M, g) be a smooth connected Riemannian manifold without boundary, with volume volg and
Laplace–Beltrami operator ∆ (unit Laplacian convention), so that Brownian motion has generator
∆ and, when conservative, semigroup Pt = et∆ [30]. A probability measure is invariant if Pt

preserves it; volg is always infinitesimally invariant (Proposition A.1), so the question is whether it
can be normalised. Theorem A.2 (Appendix A) answers this question for conservative diffusions. If
volg(M) < ∞, the normalised volume µ̄ is the unique invariant probability measure of (Xt), and
on a compact M the process mixes exponentially at the spectral gap of −∆. If volg(M) =∞, no
invariant probability measure has constant density. A drift can supply one: for e−V ∈ L1(volg)
the law dµV ∝ e−V dvolg is the unique invariant probability law of the diffusion generated by
LV = ∆−∇V · ∇.

The theorem separates two roles often assigned to compactness: finite volume normalises the volume
measure, whereas compactness supplies a discrete spectrum and a positive gap; a hyperbolic surface
of finite area that is not compact has the normalised volume as stationary law but essential spectrum
[1/4,∞) [29] (Proposition A.3). Because Hn is homogeneous with infinite volume, Corollary A.4(c)
forces a drift. Appendix A records the rest of the classification, and the remainder of the paper
quantifies what the drift costs on Hn.

3 The hyperbolic Gaussian and its spectral gap

We work on Hn, n ≥ 2, in the hyperboloid model {x ∈ Rn+1 : ⟨x, x⟩L = −1, xn+1 > 0}, where
⟨x, y⟩L =

∑︁
i≤n xiyi − xn+1yn+1 and the sectional curvature is −1. We take o = (0, . . . , 0, 1) as

the base point, write r(x) = d(o, x) and, for c > 0, set

Wc =
c
2 r

2, Lc = ∆−∇Wc · ∇, dXt = −∇Wc(Xt) dt+
√
2 dBt,

with unnormalised invariant density e−Wc with respect to dvol. Write λ1(c) for the spectral gap of
−Lc in L2(µc), equivalently the optimal Poincaré constant

λ1(c) = inf
{︂ ∫︁

|∇f |2 dµc

Varµc (f)
: f smooth, bounded, nonconstant

}︂
.

In geodesic polar coordinates about o, dµc = ρc(s) ds dσ(θ) with ρc(s) = Z−1
c sinhn−1(s)e−cs2/2

and σ the normalised measure on Sn−1.

3.1 The confined diffusion exists for every c > 0

Theorem 3.1 (A hyperbolic Gaussian whose gap is set by curvature). On Hn, for Lc as above:

(i) for every c > 0, dµc ∝ e−
c
2 r

2

dvol is a probability measure and the unique invariant law of the
diffusion, which is non-explosive;

(ii) if c > n− 1, then Ric +∇2Wc ≥ (c− (n− 1)) g and Lc satisfies the Bakry–Émery condition
CD(c− (n− 1),∞); hence λ1(c) ≥ c− (n− 1) and

∥Ptf − µc(f)∥L2(µc) ≤ e−(c−(n−1))t ∥f − µc(f)∥L2(µc).

The proof (Appendix B) sets the Gaussian decay of e−cr2/2 against the volume growth sinhn−1 r
and uses the Hessian comparison ∇2( 12r

2) ≥ g. The threshold c = n − 1 is the magnitude of the
negative Ricci term, above which the convexity of the potential dominates it; for curvature −a2 the
condition is c > (n− 1)a2, and a→ 0 recovers the Euclidean OU process.
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3.2 An upper bound of matching order

Theorem 3.2 (An upper bound of matching order). For every c > 0,

λ1(c) ≤
1

Varµc
(r)

.

Here cVarµc
(r)→ vn as c→∞, where vn = n− 2

(︁
Γ(n+1

2 )/Γ(n2 )
)︁2 ∈ (0, 1] is the variance of a

χn random variable. Consequently there is c0(n) with

c− (n− 1) ≤ λ1(c) ≤ 2
vn
c for all c ≥ c0(n).

The spectral gap therefore grows linearly in the confinement and Theorem 3.1(ii) is order sharp.

The first inequality tests the Rayleigh quotient with the 1-Lipschitz function f = r; for large c the
radial law approaches a χn law at scale c−1/2, so the bound has the Euclidean scaling of the OU gap
c.

3.3 The gap sits in the first spherical harmonic sector

Since Lc commutes with the rotations fixing o, L2(µc) decomposes into sectors indexed by the
degree ℓ ≥ 0 of spherical harmonics on Sn−1, and on the sector spanned by g(r)Y (θ) with Y of
degree ℓ the operator −Lc acts on the radial factor as

−L(ℓ)
c = −∂2s − a(s) ∂s +

ℓ(ℓ+ n− 2)

sinh2 s
, a(s) := (log ρc)

′(s) = (n− 1) coth s− cs, (1)

with Dirichlet form Eℓ(g) =
∫︁∞
0

(︁
g′2+ ℓ(ℓ+n− 2) sinh−2(s) g2

)︁
ρc ds onH := L2((0,∞), ρc ds).

Write λ(ℓ)(c) for the bottom of the spectrum of −L(ℓ)
c , excluding the eigenvalue 0 of the constants

when ℓ = 0. The following identity is the hyperbolic analogue of the OU ladder, where ∂x1 maps the
radial eigenfunction |x|2 − n/c to x1 and lowers the eigenvalue from 2c to c.
Proposition 3.3 (Radial and angular spectra differ by exactly c). Let n ≥ 2 and c > 0.

(i) The nonzero spectrum of −L(0)
c equals the spectrum of −L(1)

c shifted by c, with multiplicity.
In particular λ(0)(c) = λ(1)(c) + c, and if F is a radial eigenfunction with eigenvalue Λ > 0,
then F ′(r) θ1 is an eigenfunction in the degree one sector with eigenvalue Λ− c.

(ii) λ(ℓ)(c) ≥ λ(1)(c) for every ℓ ≥ 1.

(iii) Consequently λ1(c) = λ(1)(c) = λ(0)(c)− c for every c > 0: the spectral gap is attained in
the first spherical harmonic sector, and the slowest radial mode relaxes exactly c faster than the
slowest angular mode.

The proof (Appendix B.3, which also proves the corollary below) writes −L(0)
c = D∗D and

−L(1)
c + c = DD∗ for the closed operator D = ∂s on H and uses the polar-decomposition

isospectrality of D∗D and DD∗ off zero [21]; the shift is c because −a′(s) = (n− 1) sinh−2 s+ c,
the angular potential of the first harmonic plus the confinement. Three consequences matter for the
rest of the paper.
Corollary 3.4 (Sharpened upper bound and the slow mode). For every n ≥ 2 and c > 0,

λ1(c) ≤
1

Varµc
(r)
− c, and 1 ≤ lim inf

c→∞

λ1(c)

c
≤ lim sup

c→∞

λ1(c)

c
≤ 1

vn
− 1.

Moreover, if the initial law has a density p0/µc ∈ L2(µc) with a nonzero component along g1(r)θ1,
for g1 the ground state of the degree one sector, then E θ1(Xt) decays at the asymptotic rate λ1(c),
whereas Ef(Xt)− µc(f) decays at least at rate λ1(c) + c for every radial f ∈ L2(µc).

Table 5 in Appendix C reports λ1(c) on H2 computed from (1) by a linear finite element method, and
Table 6 there does the same on H3, H4 and H5: the identity λ(0) = λ(1) + c holds to discretisation
error throughout, the sharpened bound tightens as c decreases below the threshold, and in Section 5.1
simulated eigenfunction observables relax at the computed gaps to within four percent.
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Theorem 3.5 (The leading order at strong confinement). For n ≥ 2 and every c > 0,

λ1(c) ≤ 1 +
n

Eµc
[sinh2 r]

= c− 2
3 (n− 1) + o(1) (c→∞).

With Theorem 3.1(ii), −(n− 1) ≤ lim infc→∞(λ1(c)− c) ≤ lim supc→∞(λ1(c)− c) ≤ − 2
3 (n− 1),

so λ1(c) = c+O(1) and λ1(c)/c→ 1.

The test function is the ambient coordinate x1 = sinh(r) θ1 (Appendix B.4), whose Rayleigh quotient
reproduces the leading term of the formal expansion of Appendix B.9, confirmed numerically for
n = 2, . . . , 5 (Table 7, Remark B.2). Since λ1(c)/c→ 1, the upper end v−1

n − 1 of the ratio interval
in Corollary 3.4 is not attained.

3.4 The collapse below the threshold

Theorem 3.6 (Collapse below the threshold). There are constants C(n) < ∞ such that for all
0 < c ≤ 1: (i) on H2, λ1(c) ≤ C

√
c e−1/(2c); (ii) on Hn, n ≥ 3, λ1(c) ≤ C(n) e−β(n)/c with

β(n) = min
{︁ (n−1)2

2 , 2(n− 2)
}︁

. In particular λ1(c)→ 0 faster than any power of c as c ↓ 0.

Slow angular modes drive the bound. Below the threshold most equilibrium mass lies in a shell
near r∗ ≈ (n − 1)/c, far from the origin. For a first spherical harmonic cut off near the origin,
the cutoff therefore costs only the exponentially small mass near o, and the angular Dirichlet
energy is comparable to Eµc

[sinh−2 r; r ≥ 1], of order e−2(n−2)/c for n ≥ 3. These two costs
give the exponents in β(n), and the angular one, 2(n − 2), is no larger for n ≥ 3. On H2 both
costs are of order Z−1

c ≍
√
c e−1/(2c). Proposition 3.3 explains why the collapse is angular:

−(log ρc)′′ = c+ (n− 1) sinh−2 s ≥ c, so the radial gap λ(0)(c) = c+ λ1(c) is at least c for every
c while the angular gap is exponentially small. The exponents are consistent with being sharp: least
squares fits of numerically computed log λ1(c) against 1/c on Hn, n = 2, . . . , 5 (Appendix C), give
0.48, 1.97, 3.94 and 5.98 against the predicted 1

2 , 2, 4 and 6. The lower bound follows.

Theorem 3.7 (Lower bounds for every confinement). Let n ≥ 2 and c > 0, let w = Zcρc and
WB =

∫︁∞
1
w, let κc be the infimum of

∫︁ 1

0

(︁
η′2 +(n− 1)η2/ sinh2 s

)︁
w ds over η with η(1) = 1, and

let Dc =W−2
B

∫︁∞
1

(︁ ∫︁∞
s
w
)︁2
w(s)−1 ds. Then

(i) λ1(c) ≥ min
{︂ c
2
,

n− 1

2 sinh2 1
,
min(κc, D

−1
c )

8WB

}︂
> 0,

and (ii) for c ≤ (n− 1)/4 the constants are explicit, with κc ≥ e−c/2κ0(n), κ0(2) = 1, Dc bounded
andWB ≤ 21−n

√︁
2π/c e(n−1)2/(2c), so that λ1(c) ≥ Cn

√
c e−(n−1)2/(2c) for all 0 < c ≤ (n−1)/4

and some Cn > 0.

Part (i) is positive at every c, and part (ii), with Theorem 3.6, gives λ1(c) ≍
√
c e−1/(2c) on H2,

exponent and
√
c prefactor both sharp. On H3 the two exponents agree; for n ≥ 4 they differ, and

the fits above indicate that in these dimensions the lower bound must improve. The proof is in
Appendix B.6; Table 8 (Appendix C) compares the bound with the finite element values.
Remark 3.8 (Strict positivity for every c). λ1(c) > 0 for all c > 0: with V = eαr smoothed near o,
LcV/V → −∞, and the Lyapunov criterion of [19] gives a Poincaré inequality (Appendix B). The
threshold changes the scale of the gap, not its positivity.

4 From the theorem to a sampler

4.1 Forward and reverse processes

The forward process follows dXt = −∇Wc dt+
√
2 dBt from the data law until time T , approaching

µc at a rate set by λ1(c); µc has uniform angular component and radial density ρc, sampled by inverse
transform. The reverse process is the classical time reversal [14, 15], on a manifold as in [3]:

dYt =
[︁
∇Wc(Yt) + 2∇ log pT−t(Yt)

]︁
dt+

√
2 dB̄t, (2)
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with pt the density with respect to vol. At stationarity∇ logµc = −∇Wc, so the bracket is −∇Wc

and the stationary process is its own reversal. By Corollary 3.4, the last component of the data law
to be forgotten by the forward process is its first angular harmonic, which the reverse process must
therefore reconstruct from the least informative endpoint.

4.2 Anchored scores read in a frame

We build this stationary structure into the score parameterisation:

sθ(x, t) = −∇Wc(x) + uθ(x, t), and the reverse drift is −∇Wc + 2uθ. (3)

When uθ ≡ 0 the sampler is exactly the ergodic stationary diffusion, so training perturbs a dynamics
that already confines samples, whereas an unanchored network must cancel the outward +∇Wc term
in (2) at every radius and a systematic error leaves a net outward drift. The anchor is a structural
guarantee outside the training support, where the residual is unreliable: whatever the network outputs
there, the confining term remains. The representation of the residual matters at large radius, where the
hyperboloid embedding is poorly conditioned. For the Minkowski projection Pxw = w + ⟨x,w⟩L x
onto TxHn one has sinh r ≤ sup|w|2=1 |Pxw|g ≤

√
2 cosh r (Lemma B.1). An extrinsic network

output of Euclidean size O(1) can therefore produce a tangent vector of size Θ(er), and a geodesic
step inherits the same amplification. The amplification creates a feedback loop: once a sample
leaves the training support, an inaccurate extrinsic output amplified by Θ(er) moves it to still larger
radius. We therefore predict scalar coefficients in an orthonormal frame: on H2, away from the origin,
uθ = aθer + bθeφ with er = ∇r, whose norm is set by the network outputs and does not grow with
the embedding coordinates (inputs are bounded functions of (r, φ, t), Appendix C); for n ≥ 3 a radial
scalar head and a tangential vector head projected onto the tangent space of Sn−1 serve the same
purpose. In the one seed ablation of Table 13 (Appendix D) an untrained network sends 99%, 96%
and 0% of the samples beyond r = 6 with the unanchored extrinsic, anchored extrinsic and frame
heads. Training removes the extrinsic divergence within a few thousand iterations.

4.3 Training, discretisation and floating point

We train uθ on simulated forward trajectories using score matching [16] in its denoising form
[17], with tangent Gaussian geodesic random walks over short intervals as in Riemannian diffu-
sion models [3]. For a transition from xk to xk+m over τ = mh we use the target ŝ(xk+m) =
logxk+m

(︁
Φτ (xk)

)︁
/(2τ), with Φτ the drift flow, as a first order approximation to the conditional

mean. With m = 1 the signal to noise ratio is of order
√
h, and the sinh−1 r metric factor suppresses

angular displacements at large radius. We therefore draw m uniformly from {1, 2, 4, 8}, trading a
target error of first order in mh from the drift flow approximation for a signal to noise gain of order√
m. The wrapped baseline of Section 5.2 uses exact Gaussian conditionals (Appendix C).

Both processes are integrated by geodesic Euler–Maruyama with reprojection after each step, xk+1 =
expxk

(︁
−∇Wc(xk)h+

√
2h ξk

)︁
. Hyperboloid coordinates grow as er, so evaluating ⟨x, x⟩L = −1

cancels with error εmache
2r and the usable radius is r ≲ 1

2 log(2/εmach), about 8.3 in fp32 and 18.4
in fp64 (Table 12, Appendix C). Our implementation therefore uses fp64, reprojects after every step
and supplies the radius directly to the frame based features.

5 Experiments

5.1 Relaxation rates across the threshold

On H2 we integrate the forward SDE in polar coordinates, dr = (coth r − cr) dt +
√
2 dWr and

dφ = (
√
2/ sinh r) dWφ (double precision, fixed seeds, N = 20,000 particles, T = 6, h = 0.005,

c ∈ {0.05, . . . , 4}, small initial cloud at radius 3 and angle 0), and fit the decay rate ofR(t) = |E eiφt |
on the window 0.05 ≤ R ≤ 0.7. By Corollary 3.4 the late time decay rate of R(t) is λ1(c) for an
initial law with a component along the first harmonic ground state. The fit therefore estimates the gap
itself: the ratios to λ1(c) are 0.99, 0.96, 0.99 and 0.99 at c = 0.5, 1, 2 and 4 (Table 5). At c = 0.25
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Figure 1: Forward relaxation on H2. (a)
Angular order parameter R(t) for confine-
ments spanning the threshold c = 1; dotted
line: the Monte Carlo floor N−1/2. (b) Fit-
ted rates against c: above threshold they ap-
proach the Bakry–Émery bound c−(n−1)
(solid) from above, with ratios 1.46 at
c = 2 and 1.12 at c = 4; below thresh-
old they collapse along the

√
c e−1/(2c) en-

velope of Theorem 3.6 (dashed). Open
triangles at c ≤ 0.1 are transient limited
upper estimates.

Table 1: Hierarchy A across the confinement sweep: mean ± standard deviation over three training
seeds (each the mean of three sample sets) and, for the mismatch, over three forward banks; λ1(c)T
counts relaxation times in the horizon T = 4. Appendix D: hierarchies B, C, W and H3.

intrinsic, confinement c tangent

0.25 0.5 1 2 4 (wrapped)

λ1(c)T 0.15 0.70 2.26 5.89 13.65 –
MMD2 (×103) 8.8± 1.0 3.3± 0.5 2.2± 0.2 3.0± 0.6 6.6± 0.7 5.6± 0.3
leaf TV 0.133± 0.008 0.072± 0.010 0.040± 0.003 0.047± 0.007 0.063± 0.012 0.039± 0.013
mismatch (×103) 13.1± 1.2 4.5± 1.3 0.3± 0.2 0.0± 0.0 0.1± 0.1 n/a

the fitting window is entered only at t ≈ 5.8, too late for a precise rate. Longer runs to T = 120
recover the rate, giving 0.039 and 0.040 against λ1 = 0.038 (Appendix C).

Figure 1 separates the two regimes. Above the threshold the rates lie above the Bakry–Émery line
and approach it as c grows; below it they fall to 0.174 at c = 0.5 and 0.037 at c = 0.25, against
0.26 and 0.068 for

√
c e−1/(2c) and 0.176 and 0.038 for the computed gap, and for the two smallest

c the trajectories do not mix within the horizon. Observables built on the finite element sector
eigenfunctions test Proposition 3.3 directly. On Hn for n = 2, 3, 4 the angular and radial ones relax
at λ1(c) and λ1(c) + c to within 4%, and their rate difference divided by c lies between 0.97 and
1.02 in all 19 cases (Tables 10 and 11, Appendix C).

5.2 Generative modelling of hierarchical data

Setup. Hierarchy A is a two level hierarchy on H2: four groups at angles kπ/2 with weights
(0.4, 0.3, 0.2, 0.1), each split into two leaves at angular offsets ±0.175, leaf centres at radius 3.5
with wrapped Gaussian noise of scale 0.15, 8,192 training and 4,096 test points. Three further
hierarchies change its geometry and scale (Appendix C): hierarchy B varies radius, depth and
imbalance; hierarchy C is a tree with 64 leaves at depth three placed after [13]; hierarchy W is a
synthetic mixture whose 1170 cluster centres are the WordNet mammal synsets embedded as in
[12]. On each hierarchy we train the intrinsic construction at c ∈ {0.25, 0.5, 1, 2, 4}, spanning the
threshold c = 1, and a tangent space baseline inspired by the hyperbolic wrapped normal [11]. In
our implementation the baseline is an OU diffusion in logo coordinates with exact denoising targets.
The models share two hidden layers, Fourier features, 30k Adam iterations (40k on C and W) and
400 sampling steps, with three training seeds (five on C and W) and three sampling seeds each. We
report the U-statistic estimate of MMD2 with the Laplacian kernel e−d/σ on hyperbolic distance
(positive definite on Hn [35]; Appendix C), total variation of cluster weights after nearest cluster
assignment (leaf TV; node TV on W) and the fraction of diverged samples. Two forward diagnostics
need no trained network: the prior mismatch, the MMD2 between the forward endpoint cloud at time
T and an independent sample of µc, and the fourth angular order parameter R4(t) = |E e4iφt |, which
measures the four fold group structure and, by Proposition 3.3(ii), relaxes no more slowly than the
gap.
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Effect of the threshold. With architecture, features, budget and sampler fixed, the generation error
on hierarchy A is smallest at c = 1, the threshold itself, and rises on both sides, by a factor 4.0 at
c = 0.25 and 3.0 at c = 4. The ordering c = 1 below c = 2 below c = 4, with c = 0.25 worst,
holds for every training seed (Table 1, Appendix D). Below the threshold the forward diagnostics
show the problem before training. At T = 4 the c = 2.0 process is mixed at the resolution of the
diagnostics: the prior mismatch is zero within estimator noise and R4 has fallen from 0.765 to 0.010,
the Monte Carlo floor. At c = 0.25, by contrast, the radius has nearly equilibrated (Er = 3.91 from
3.5, equilibrium 4.19), whereas the angular structure has not: R4(T ) = 0.380. The prior mismatch
is 13.1 × 10−3 at c = 0.25, against 4.5 at c = 0.5 and 0.3 at c = 1, on the scale e−2λ1(c)T with
λ1(c)T = 0.15, 0.70 and 2.3. Above the threshold the mismatch is zero, and the rise of the error is
consistent with a harder score estimation or sampling problem. The drifts, the residual to learn and
the target bias of Section 4.3 grow with c, while the step cap and the discretisation do not account for
the rise (Appendix D). The threshold c = n − 1 is therefore a crossover in the spectral gap, not a
generative threshold: at a fixed horizon the error degrades once the prior mismatch exceeds the score
error, which here happens below the threshold.

Scaling the hierarchy and the dimension. Hierarchy B repeats the pattern of A, and the larger
hierarchies C and W, with 64 and 1170 clusters, repeat the shape of the sweep (Tables 14 and 16,
Figure 3). Their MMD2 is smallest at or just above the threshold, although on C the values at c = 0.5,
1 and 2 are within noise of each other. C and W also expose a resolution limit: no model at this
budget, the wrapped baseline included, resolves the clusters within a branch of C or a family of
W, and the diagnostics of Appendix D did not change this. On H3 (threshold c = 2) the sweep
c ∈ {0.5, 1, 2, 4, 8} repeats the picture, with the minimum at c = 1 and a threefold rise from c = 2 to
c = 8 (Table 15). No sample diverged: the tangential head appears stable without a global frame.

Scope. The experiments use n = 2 and 3, five hierarchies and CPU sized networks. The wrapped
baseline has a larger MMD2 than the intrinsic model at its best confinement on A and B, a similar one
on C, W and H3 and the better leaf TV on B and H3. These comparisons are descriptive, since the
best confinement is selected on the same test values. The baseline plausibly benefits from the bounded
radii of the data, where the distortion of the logo chart is bounded, and the comparisons therefore
support feasibility, not superiority. Four narrower conclusions hold: simulated rates reproduce the
spectral gap; the confinement changes generative quality on both sides of the threshold, with the
minimum at or within a factor two of it; slow mixing below the threshold is visible before training; and
the frame head is immune by construction to the amplification of Lemma B.1 that makes untrained
extrinsic heads diverge (Table 13, Appendix D).

6 Limitations and open problems

Two main questions about the spectral gap remain open, one on each side of the threshold c = n− 1.
Below it, the question is the exact exponent of the collapse for n ≥ 4. The fits of Section 3.4 favour
the angular exponent 2(n− 2) of the upper bound in Theorem 3.6. The lower bound of Theorem 3.7
misses the angular cost and has the larger exponent (n − 1)2/2. The tightness of Varµc

(r)−1 − c
for n = 4, 5 (Table 6) suggests that a variance expansion of the radial gap λ1(c) + c may reach the
exact exponent. Above the threshold, the question is whether λ1(c)− c converges to − 2

3 (n− 1) as
c→∞. The formal expansion of Appendix B.9 predicts this limit and, with its 1/c term, is confirmed
numerically to four digits. Theorem 3.5 proves this value only as an upper bound on the limit superior,
and the harmonic approximation [24] may supply a proof. On the generative side, a direct link
between λ1(c) and generative error would need control of mixing, score estimation error and the bias
of the multi-span target, perhaps through a manifold Girsanov bound. The experiments are limited in
scale: the WordNet based hierarchy is used at half the radius of its embedding (Appendix C), and the
full WordNet noun hierarchy [12] needs angular features that grow with the number of clusters. Other
geometries need their own confinement or boundary mechanism, and dynamic data, hierarchical
through summation constraints, need a model over sequences of points on Hn.
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A Invariant measures across geometries: statements, proofs and tables

This appendix states and proves Theorem A.2, summarised in Section 2, and records the classification
that places Hn among the geometries used in diffusion modelling, under the unit Laplacian convention
Pt = et∆ for Brownian motion. The organising object is the symmetry group, following the viewpoint
of Klein’s Erlangen programme [25, 26]. Once symmetry has identified the natural measure and
spectral basis, three structural questions remain: is the volume finite, is there a boundary and is the
state space continuous? Table 2 gives the short version; Tables 3 and 4 apply the classification to
eleven spaces.

Proposition A.1 (Volume is stationary). On a manifold without boundary, volg is infinitesimally in-
variant for Brownian motion. If Brownian motion is conservative, volg is invariant for the semigroup.
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Proof. For f ∈ C∞
c (M), the divergence theorem gives

∫︁
M

∆f dvolg =
∫︁
M

div(∇f) dvolg = 0,
which is infinitesimal invariance. If Brownian motion is conservative, symmetry of the heat semigroup
gives

∫︁
M
Ptf dvolg =

∫︁
M
fPt1 dvolg =

∫︁
M
f dvolg .

Theorem A.2 (A dichotomy between finite and infinite volume). Let (M, g) be connected and
without boundary, and assume Brownian motion is conservative. (i) If volg(M) <∞, the normalised
measure µ̄ = volg/volg(M) is the unique invariant probability measure of (Xt). (ii) If, in addition,
M is compact, then −∆ has discrete spectrum 0 = λ0 < λ1 ≤ · · · and ∥Ptf − µ̄(f)∥L2(µ̄) ≤
e−λ1t∥f − µ̄(f)∥L2(µ̄): the process mixes exponentially at the spectral gap. (iii) If volg(M) =∞,
there is no invariant probability measure of constant density. Let V be smooth with e−V ∈ L1(volg),
and suppose the diffusion generated by LV = ∆−∇V · ∇ is conservative. Then dµV ∝ e−V dvolg
is its unique invariant probability law.

Proof of Theorem A.2. (i) Proposition A.1, normalisation and the assumed conservativity give invari-
ance of µ̄. Brownian motion on a connected manifold is irreducible: its heat kernel pt(x, y) is strictly
positive for t > 0 and x, y ∈M , by the strong maximum principle for the heat operator ∂t −∆ [30].
The heat kernel is smooth, so the semigroup is strong Feller as well as irreducible; the standard strong
Feller–irreducibility criterion therefore gives uniqueness of the invariant probability measure [31].

(ii) On a compact manifold −∆ has compact resolvent, hence discrete spectrum [28] with an L2(µ̄)-
orthonormal eigenbasis {ϕk}k≥0, −∆ϕk = λkϕk, λ0 = 0 (the constants), λ1 > 0. Writing
f =

∑︁
k ckϕk with c0 =

∫︁
f dµ̄, we have Ptf =

∑︁
k e

−λktckϕk, and therefore ∥Ptf − c0∥2L2 =∑︁
k≥1 e

−2λkt|ck|2 ≤ e−2λ1t
∑︁

k≥1 |ck|2; take square roots.

(iii) A constant density has infinite total mass, which prevents volg from being normalised. For
the drifted process, LV is symmetric with respect to dµV = e−V dvolg, since eV div(e−V∇f) =
∆f − ∇V · ∇f = LV f . Hence, for f ∈ C∞

c (M),
∫︁
M
LV f dµV =

∫︁
M

div(e−V∇f) dvolg = 0.
Together with the assumed conservativity, this gives invariance; irreducibility gives uniqueness as
in (i). See [32] for the general theory. On Rn, choosing V (x) = c

2 |x|
2 gives µV = N (0, c−1I), the

stationary law of dX = −cX dt+
√
2 dB.

Proposition A.3 (Drift depends on volume; the rate is a separate, spectral matter). Let (M, g) be
connected, complete and without boundary.

(a) If volg(M) <∞, whether or not M is compact, the normalised volume is the unique invariant
probability measure of Brownian motion, with no drift.

(b) Convergence is exponential at rate λ1, the bottom of the nonzero spectrum of−∆. Compactness
guarantees λ1 > 0. Finite volume alone does not give the compact spectral picture. For
example, a hyperbolic surface of finite area that is not compact has essential spectrum [1/4,∞)
[29]. Across compact hyperbolic surfaces, the positive gap can be arbitrarily small [28].

Proof. Part (a) is Theorem A.2(i). A complete manifold of finite volume has volg(B(x, r)) ≤ er
2

for large r and is therefore stochastically complete [30], which makes Brownian motion conservative.
Part (b) is the estimate of Theorem A.2(ii) with the spectral theorem for −∆ in L2(µ̄) in place of
the eigenbasis, which requires only λ1 > 0. If Γ\H2 is not compact but has finite area, the essential
spectrum of −∆ is [1/4,∞) and there are at most finitely many eigenvalues below it [29]. The
normalised volume is therefore stationary even though the spectrum is not discrete.

Corollary A.4 (Symmetry–volume spine). Suppose M = G/H is connected and carries a G-
invariant Riemannian metric.

(a) volg is G-invariant and is the unique G-invariant measure up to positive scale; it is invariant
for Brownian motion.

(b) IfG is compact thenM is compact; the normalisedG-invariant measure is the unique stationary
law and no drift is needed. When M = G is a compact Lie group with a bi-invariant metric,
this measure is Haar measure.
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(c) If M is non-compact with volg(M) = ∞, the G-invariant measure is not normalisable and
a prior therefore requires a drift −∇V ; the resulting µV is invariant only under {γ ∈ G :
V ◦ γ = V }, which necessarily breaks full G-invariance.

Proof. (a) G acts by isometries and therefore preserves volg; transitivity makes any two G-invariant
Radon measures proportional. (b) M = G/H is the continuous image of the compact group G,
hence compact; apply Theorem A.2(i)–(ii) and identify the bi-invariant volume on a compact group
with Haar measure. (c) The G-invariant measure is volg up to scale, and it is infinite by hypothesis.
Suppose Brownian motion had an invariant probability law. Since isometries commute with the
heat semigroup, the image of this law under each γ ∈ G would be another invariant probability law.
Uniqueness, from the strong Feller property and irreducibility as in Theorem A.2(i), would make it
G-invariant and hence a multiple of volg, which is impossible since volg has infinite mass. A prior
therefore requires a drift. An isometry γ preserves µV ∝ e−V volg if and only if V ◦ γ = V .

On Hn, the sheet preserving isometry group O+(n, 1) preserves the infinite hyperbolic volume,
whereas the drift −c∇( 12r

2) selects a base point and reduces the symmetry to the stabiliser O(n).
Any normalisable radial prior of this form therefore introduces a preferred centre. It is this residual
O(n) symmetry that produces the sector decomposition used in Section 3.3.

Proposition A.5 (Boundary flux and Neumann reflection). Let M have boundary ∂M with outward
unit normal ν. For f ∈ C∞(M),

∫︁
M

∆f dvolg =
∫︁
∂M

∂νf dS. Consequently volg is invariant
only if the boundary flux vanishes. Reflected (Neumann) Brownian motion has volg as an invariant
measure, its generator acting on functions with ∂νf = 0 on ∂M . A diffusion whose coefficients
degenerate at ∂M may dispense with an explicit reflection. Degeneracy alone, however, decides
neither whether the boundary is reached nor which measure is stationary. Both depend on the full
generator, drift included, through its boundary classification.

Proof. The identity is Green’s theorem on a manifold with boundary. Stationarity for volg requires∫︁
M

∆f dvolg = 0 for all admissible f . By the identity this holds precisely when the boundary
integral vanishes, which the Neumann condition enforces. For the degenerate case consider the
Wright–Fisher (Jacobi) diffusion on [0, 1] with generator x(1−x)∂2x+(α(1−x)−βx)∂x, α, β > 0.
Its scale and speed densities are x−α(1− x)−β and xα−1(1− x)β−1. With reflection at an endpoint
that is reached, its stationary law is therefore the Beta(α, β) law, uniform only for α = β = 1. By
Feller’s boundary classification [23], the endpoint 0 is reached with positive probability when α < 1
and is not reached when α ≥ 1. The same holds on the simplex with the Dirichlet(α1, . . . , αn) law
in place of the Beta law. There the face on which the coordinates in a set I vanish is reached exactly
when

∑︁
i∈I αi < 1. Degeneracy of the diffusion coefficient is therefore compatible with either

accessible or inaccessible boundaries, and the stationary law depends on the drift and the boundary
condition; the uniform law occurs only for α = β = 1.

Remark A.6 (No manifold, no SDE). When the state space is a finite or countable set S, the generator
∆ is replaced by a Markov rate matrix Q and stationarity becomes πQ = 0 for a non-explosive chain.
In discrete time, with a transition matrix P , stationarity becomes πP = π. A group Γ acting on S is
a symmetry when Q commutes with its permutation representation. Curvature, volume and boundary
have no direct analogue; the relevant distinction is smooth versus discrete, with equivariance imposed
on the model rather than realised by a metric.

Proposition A.7 (Spectral expansion and Peter–Weyl). On a compact manifold,−∆ has discrete spec-
trum with an orthonormal eigenbasis {ϕk}, and the heat kernel is pt(x, y) =

∑︁
k e

−λktϕk(x)ϕk(y).
Suppose further that M = G/H is a compact homogeneous space whose metric is invariant under G.
Then ∆ commutes with the G action. Peter–Weyl theory [33] decomposes L2(G/H) into irreducible
G representations that contain vectors fixed by H , and ∆ acts blockwise on this decomposition.
Diagonalising within the finite multiplicity blocks gives a representation theoretic eigenbasis. This
recovers spherical harmonics on Sn and Fourier characters on the torus, where the decomposition is
multiplicity free. On SO(3) it gives the WignerD functions, and there the representation of dimension
2ℓ+ 1 occurs 2ℓ+ 1 times.
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Proof. The spectral expansion is standard on compact manifolds. Since G acts by isometries, ∆
commutes with the induced unitary representation and therefore preserves each isotypic component
of L2(G/H). Peter–Weyl identifies the components that occur with the irreducible representations
admitting vectors fixed by H . The self adjoint operator −∆ can then be diagonalised on the
corresponding finite multiplicity spaces, yielding the stated eigenbasis and the familiar bases in the
listed examples.

Remark A.8 (Curvature feeds compactness: Bonnet–Myers). If (M, g) is complete and Ric ≥
(n − 1)κ g with κ > 0, then M is compact with diameter at most π/

√
κ [27]. A strictly positive

Ricci lower bound therefore forces the finite volume regime with no drift, whereas the non-compact
examples Rn and Hn cannot satisfy such a bound. On Hn, curvature sets the confinement strength
needed by the Bakry–Émery estimate, which is the role studied in the main text.

Table 2: The classification in compact form. Symmetry supplies the prior and the basis; finite volume
decides the drift; a boundary decides reflection; discreteness leaves the SDE regime. The Hn row is
the subject of this paper.

Space vol <
∞

Stationary prior Forward process Kernel basis

Rn no Gaussian (via drift) OU/VP SDE Hermite; Fourier
Sn, SO(3), Tn yes uniform/Haar Brownian motion harmonics; Wigner

D; Fourier
SE(3) no Haar×Gaussian BM × OU, factorised Wigner D×

Gaussian
simplex ∆n−1 yes Dirichlet (uniform for

unit parameters)
Wright–Fisher, degenerate
at the boundary

Jacobi polynomials

Hn no µc ∝ e−cr2/2dvol (§3) drifted BM Lc (§3) radial × spherical
harmonics

SPD cone no drift dependent affine invariant BM + drift zonal functions
discrete n/a uniform/absorbing Markov chain, discrete or

continuous time
matrix powers or
exponential

BHV tree space no open open n/a

Tables 3 and 4 apply the same classification to eleven spaces in a common row order. Table 3
records the geometry. Table 4 records the corresponding diffusion choices. The stationary measure
entries of the homogeneous spaces follow Corollary A.4. The obstruction column uses Theorem A.2,
Proposition A.5 and Remark A.6. The spectral column follows Proposition A.7. The Hn row is
established in the main text.
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B Proofs for Section 3

B.1 Proof of Theorem 3.1

Proof of Theorem 3.1. (i) In geodesic polar coordinates about o, dvol = |Sn−1| sinhn−1(r) dr dσ

with σ normalised. Since sinhn−1(r) ≤ Ce(n−1)r whereas e−cr2/2 has Gaussian decay, µc has
finite mass. The generator is symmetric in L2(µc) and can be written as Lc = eWcdiv(e−Wc∇ · ).
It follows that

∫︁
Lcf dµc = 0 for f ∈ C∞

c (Hn) by the divergence theorem. The semigroup is
symmetric in L2(µc) and conservative, as shown at the end of this proof. Hence

∫︁
Ptf dµc =∫︁

f Pt1 dµc =
∫︁
f dµc, which proves invariance of µc. The heat kernel of this uniformly elliptic

diffusion is smooth and strictly positive on the connected manifold, so the semigroup is strong Feller
and irreducible; uniqueness follows from the same criterion [31]. Finally, r2 is a Lyapunov function
for the confining drift and rules out explosion. (ii) On Hn, Ric = −(n − 1)g, while the Hessian
comparison theorem on a Cartan–Hadamard manifold gives ∇2( 12r

2) ≥ g [27]. Hence∇2Wc ≥ c g
and Ric + ∇2Wc ≥ (c − (n − 1))g, after which the Bakry–Émery criterion yields the Poincaré
inequality with constant c− (n− 1) and the stated decay [32].

Throughout, dµc = Z−1
c sinhn−1(s) e−cs2/2 ds dσ(θ) in geodesic polar coordinates, with σ the

normalised measure on Sn−1 and Zc =
∫︁∞
0

sinhn−1(s)e−cs2/2 ds. We use repeatedly that for
s ≥ 1,

γ es ≤ sinh s ≤ 1
2e

s, γ := 1
2 (1− e

−2), (4)

and that sinhx ≤ x ex2/6 for all x ≥ 0 (compare the series termwise: (2k + 1)! ≥ 6kk!).

B.2 Proof of Theorem 3.2

The Rayleigh bound. The function f = r is 1-Lipschitz with |∇r| = 1 away from o, lies in
L2(µc) and belongs to the form domain of Lc (Lipschitz functions do; see [32]). The variational
characterisation gives

λ1(c) ≤
∫︁
|∇r|2 dµc

Varµc
(r)

=
1

Varµc
(r)

.

The radial variance at strong confinement. Under µc the radius has density ρc(s) =

Z−1
c sinhn−1(s)e−cs2/2 on (0,∞). Let U =

√
c r, with density proportional to

hc(u) = c(n−1)/2 sinhn−1
(︁
u/
√
c
)︁
e−u2/2.

Pointwise hc(u)→ un−1e−u2/2 as c→∞, and by sinhx ≤ xex2/6,

hc(u) ≤ un−1e(n−1)u2/(6c)e−u2/2 ≤ un−1e−u2/3 (c ≥ n− 1),

an integrable dominating function that remains integrable against u and u2. Dominated convergence
applied to the normalisation and to the first two moments gives EU → Eχn and EU2 → Eχ2

n = n,
where χn has density proportional to un−1e−u2/2 and Eχn =

√
2Γ(n+1

2 )/Γ(n2 ). Hence

cVarµc(r) = Var(U) −→ vn = n− 2
(︂

Γ((n+1)/2)
Γ(n/2)

)︂2

.

Positivity of vn holds because χn is not deterministic. For the upper bound vn ≤ 1, write χn = |Z|
with Z ∼ N (0, In). The map z ↦→ |z| is 1-Lipschitz, and the Gaussian Poincaré inequality gives
Var(|Z|) ≤ E|∇|z||2 = 1.

Conclusion. Choose c0(n) such that Varµc
(r) ≥ vn/(2c) for c ≥ c0(n). Then λ1(c) ≤ 2c/vn,

which with Theorem 3.1(ii) sandwiches λ1(c) between two linear functions of c.
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B.3 Proof of Proposition 3.3

Sector decomposition. The rotations of Hn about o act by isometries that fix r, so they commute
with Lc and preserve µc. Expanding f(s, θ) =

∑︁
ℓ

∑︁
j gℓj(s)Yℓj(θ) in an orthonormal basis of

spherical harmonics, with −∆Sn−1Yℓj = ℓ(ℓ+ n− 2)Yℓj , the Dirichlet form separates:∫︂
|∇f |2 dµc =

∑︂
ℓ,j

∫︂ ∞

0

(︂
g′2ℓj +

ℓ(ℓ+ n− 2)

sinh2 s
g2ℓj

)︂
ρc ds =

∑︂
ℓ,j

Eℓ(gℓj),

since |∇f |2 = (∂sf)
2 + sinh−2(s)|∇Sn−1f |2 in polar coordinates. Hence −Lc is the orthogonal

sum of the operators −L(ℓ)
c of (1), each acting on H = L2((0,∞), ρc ds) and repeated with the

multiplicity dimYℓ of the harmonics of degree ℓ. Part (ii) follows immediately, because Eℓ ≥ E1 on
a common form domain for every ℓ ≥ 1.

Factorisation. Let D = ∂s on H with domain {F ∈ H : F locally absolutely continuous, F ′ ∈
H}, which is the radial part of the form domain of Lc. Then D is closed and densely defined,
∥DF∥2 = E0(F ), and the self adjoint operator associated with this closed form is D∗D = −L(0)

c .
For g ∈ C∞

c ((0,∞)), integrating by parts against the weight ρc and using ρ′c = aρc gives

⟨DF, g⟩H =

∫︂ ∞

0

F ′g ρc ds = −
∫︂ ∞

0

F (g′ + ag) ρc ds, so D∗g = −g′ − a g.

For g ∈ dom(D∗), a second integration by parts on [ε,∞) gives

∥D∗g∥2 = lim
ε→0

∫︂ ∞

ε

(︁
g′2 + a2g2 + a (g2)′

)︁
ρc ds = lim

ε→0

(︂∫︂ ∞

ε

(︁
g′2 − a′g2

)︁
ρc ds+

[︁
a g2ρc

]︁∞
ε

)︂
,

because (aρc)
′ = (a′ + a2)ρc. Since −a′(s) = (n − 1) sinh−2 s + c, the integrand is g′2 +

(n − 1) sinh−2(s) g2 + c g2. The boundary term at infinity vanishes along a sequence sk ↑ ∞,
because |a(s)| ≤ Cs for large s and

∫︁∞
g2ρc ds < ∞. The boundary term at the origin satisfies

aρc = ρ′c ∼ (n − 1)Z−1
c sn−2 as s → 0, and it vanishes along a sequence εk ↓ 0 for every g with∫︁

0
g2 sinh−2(s)ρc ds <∞, which is the finiteness of E1(g). Letting ε→ 0 along this sequence,

∥D∗g∥2 = E1(g) + c ∥g∥2, that is DD∗ = −L(1)
c + c,

where the identification of dom(D∗) with the form domain of E1 is justified in the next paragraph.

Domains. Three facts make the identification of the self adjoint realisations precise. First, E0(F ) =
∥DF∥2 with D closed. Hence E0 is a closed form on {F ∈ H : F ′ ∈ H}, and its operator is D∗D by
the representation theorem for closed forms [21]. The space C∞

c ((0,∞)) is a core for E0 because the
origin is a polar set for n ≥ 2. Polarity of the origin allows a function in the form domain to be cut off
near the origin at a cost in ∥F ′∥ that tends to zero, and the Gaussian weight makes cutoffs at infinity
harmless. Second, DD∗ is self adjoint for every closed densely defined D [22], and the computation
above shows that it acts as −L(1)

c + c on C∞
c ((0,∞)). Third, −L(1)

c is essentially self adjoint on
C∞

c ((0,∞)) in H, by Weyl’s limit point criterion at both endpoints [22]. At s = 0 the equation
−L(1)

c g = λg has indicial roots 1 and 1−n. The solution behaving like s1−n is not square integrable
against ρc ∼ Z−1

c sn−1 for n ≥ 2. At s =∞ the ground state transform g ↦→ ρ
1/2
c g carries −L(1)

c to
the Schrödinger operator −∂2s + a2/4 + a′/2 + (n− 1) sinh−2 s of Appendix B.9. Its potential is
bounded below and grows like c2s2/4. Hence DD∗ is the unique self adjoint realisation of−L(1)

c + c
and coincides with the operator of the closed form E1, whose form domain is dom(D∗). The same
transform shows that the potential tends to +∞ at both ends, like (n2−1)/(4s2) at the origin. Hence
−L(1)

c has compact resolvent and discrete spectrum. Its bottom λ(1)(c) is a simple eigenvalue with a
positive eigenfunction, the ground state of the degree one sector used in Corollary 3.4. For the radial
sector with n ∈ {2, 3} the origin is limit circle. In this case D∗D is the realisation selected by the
form domain above, which contains the constants and corresponds to the solution bounded at the
origin. This realisation is the radial part of −Lc acting on smooth functions on Hn.
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Isospectrality. For a closed densely defined operator A between Hilbert spaces, the polar de-
composition A = U |A| makes A∗A restricted to (kerA)⊥ unitarily equivalent to AA∗ re-
stricted to (kerA∗)⊥; in particular the nonzero spectra of A∗A and AA∗ coincide with multi-
plicity [21]. Here kerD consists of the constants, which carry the eigenvalue 0 of −L(0)

c , and
kerD∗ = {g : (gρc)

′ = 0} = {C/ρc} ∩ H = {0} because
∫︁∞
0
ρ−2
c ρc ds = ∞. Therefore the

nonzero spectrum of −L(0)
c equals the spectrum of −L(1)

c + c, which is part (i). The eigenfunction
statement is the same identity at the level of solutions: differentiating F ′′ + aF ′ = −ΛF gives
(F ′)′′ + a(F ′)′ + a′F ′ = −ΛF ′, that is −L(1)

c F ′ = (Λ− c)F ′ by the expression for −a′. Part (iii)
combines (i), (ii) and c > 0: the bottom of the spectrum of −Lc on the orthogonal complement of
the constants is min{λ(1) + c, λ(1), λ(2), . . . } = λ(1).

On Rn the same computation with ρc(s) ∝ sn−1e−cs2/2 gives−a′ = (n−1)s−2+c and reproduces
the OU ladder, in which the degree one sector has bottom c and the radial sector has bottom 2c. On
Hn the map F ↦→ F ′θ1 survives, but the degree one bottom is no longer c; Theorem 3.6 shows that
it is exponentially small below the threshold. Since −(log ρc)′′ = −a′ ≥ c, the radial density is
log-concave with constant c, so the one dimensional Bakry–Émery argument gives λ(0)(c) ≥ c for
every c > 0, in agreement with λ(0)(c) = c+ λ1(c) and λ1(c) > 0.

Proof of Corollary 3.4. The test function r lies in the radial sector, so the Rayleigh bound of Theo-
rem 3.2 applies to λ(0)(c); subtracting c by Proposition 3.3(iii) gives the first inequality. The lim inf
follows from Theorem 3.1(ii) and the lim sup from cVarµc

(r)→ vn. The decay statements follow
from the sector decomposition and from (iii).

B.4 Proof of Theorem 3.5

The test function. In the hyperboloid model x = (sinh r θ, cosh r) with θ ∈ Sn−1, let x1 =
sinh(r) θ1, where θ1 is a linear coordinate restricted to the sphere. The reflection θ1 ↦→ −θ1 is
an isometry fixing o, so it preserves µc and µc(x1) = 0. In geodesic polar coordinates |∇f |2 =
(∂rf)

2 + sinh−2(r) |∇Sf |2, and |∇Sθ1|2 = 1− θ21 on the sphere, so

|∇x1|2 = cosh2(r) θ21 + 1− θ21 = 1 + sinh2(r) θ21.

Both x21 ≤ sinh2 r and |∇x1|2 ≤ 1 + sinh2 r are integrable against e−cr2/2 sinhn−1 r, so x1 lies in
the form domain. Under µc the angle is uniform on Sn−1 and independent of r, with E θ21 = 1/n.
Hence ∫︂

|∇x1|2 dµc = 1 +
Eµc

[sinh2 r]

n
, Varµc

(x1) =
Eµc

[sinh2 r]

n
,

and the variational characterisation gives λ1(c) ≤ 1 + n/Eµc
[sinh2 r].

Scaling. As in the proof of Theorem 3.2, let U =
√
c r with density proportional to hc(u) =

c(n−1)/2 sinhn−1(u/
√
c) e−u2/2, and let h∞(u) = un−1e−u2/2. Write φ(x) = sinh(x)/x ≥ 1, so

that hc = φ(u/
√
c)n−1h∞ and c sinh2(u/

√
c) = u2φ(u/

√
c)2. Then Eµc

[sinh2 r] = S(c)/c with

S(c) :=

∫︁∞
0
u2 φ(u/

√
c)2 hc(u) du∫︁∞

0
hc(u) du

,

so the bound equals 1 + nc/S(c). Since nc/S(c) = c (S(c)/n)−1 and 1 − 2n+1
3 = − 2(n−1)

3 , the
claim 1 + nc/S(c) = c− 2(n−1)

3 + o(1) is equivalent to

S(c) = n+
n(2n+ 1)

3c
+ o(c−1) (c→∞). (5)

Two dominated limits. From sinhx ≤ xex2/6 we have 1 ≤ φ(x) ≤ ex2/6, and ea − 1 ≤ aea for
a ≥ 0 gives, for every integer k ≥ 1 and u ≥ 0,

0 ≤ c
(︁
φ(u/

√
c)k − 1

)︁
≤ k

6 u
2eku

2/(6c), and c
(︁
φ(u/

√
c)k − 1

)︁
−→ k

6 u
2,
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the limit from φ(x) = 1+x2/6+O(x4). For c ≥ 2(n+1)
3 the factors φn−1 and φ2 together contribute

at most e(n+1)u2/(6c) ≤ eu
2/4, so every integrand below is dominated by a constant multiple of

(1+un+5)e−u2/4. Write mk =
∫︁
ukh∞ du and mk(c) =

∫︁
ukhc du. Dominated convergence gives,

for k ∈ {0, 2},

c
(︁
mk(c)−mk

)︁
=

∫︂ ∞

0

uk c
(︁
φ(u/

√
c)n−1 − 1

)︁
h∞(u) du −→ n−1

6 mk+2,

and, writing the numerator of S(c) as m2(c) +
∫︁
u2(φ(u/

√
c)2 − 1)hc du,

c

∫︂ ∞

0

u2
(︁
φ(u/

√
c)2 − 1

)︁
hc(u) du −→ 1

3 m4.

Conclusion. The moments of h∞ are those of χn, so m2/m0 = n and m4/m0 = n(n+2). Hence

c
(︂m2(c)

m0(c)
− n

)︂
=

c (m2(c)−m2)m0 −m2 c (m0(c)−m0)

m0(c)m0

−→ n− 1

6

(︂m4

m0
− n m2

m0

)︂
=

n(n− 1)

3
,

while the second limit gives c
(︁
S(c) − m2(c)/m0(c)

)︁
→ 1

3 m4/m0 = n(n+2)
3 . Adding the two,

c (S(c)− n)→ n(n−1)
3 + n(n+2)

3 = n(2n+1)
3 , which is (5). The two sided statement follows from

Theorem 3.1(ii).

B.5 Proof of Theorem 3.6

Test function. Let ψ(θ) =
√
n θ1 on Sn−1 (for n = 2, ψ(φ) =

√
2 cosφ): a first spherical

harmonic with ∫︂
ψ dσ = 0,

∫︂
ψ2 dσ = 1,

∫︂
|∇Sn−1ψ|2 dσ = n− 1,

the last since ψ is an eigenfunction of the spherical Laplacian with eigenvalue n− 1. Let η be a fixed
smooth cutoff with η = 0 on [0, 1], η = 1 on [2,∞), 0 ≤ η ≤ 1, |η′| ≤ 2, and set f(x) = η(r)ψ(θ):
smooth and bounded with bounded gradient, since |∇f |2 = η′(r)2ψ2 + η(r)2|∇Sψ|2/ sinh2 r and
η vanishes near the origin.

Mean and variance.
∫︁
f dµc =

(︁
Z−1
c

∫︁
η sinhn−1 e−cs2/2ds

)︁(︁ ∫︁
ψ dσ

)︁
= 0, and

Varµc(f) = Z−1
c

∫︂ ∞

1

η2 sinhn−1(s)e−cs2/2ds ≥ µrad
c

(︁
[2,∞)

)︁
.

We claim qn := inf0<c≤1 µ
rad
c ([2,∞)) > 0. Indeed c ↦→ µrad

c ([2,∞)) is continuous and strictly
positive on (0, 1] (dominated convergence in both numerator and Zc), while as c ↓ 0,

µrad
c

(︁
[0, 2]

)︁
≤ Z−1

c

∫︂ 2

0

sinhn−1(s) ds ≤ Z−1
c e2(n−1) −→ 0

by the lower bound (6) on Zc below, and hence the function tends to 1 at the open end. A positive
continuous function on (0, 1] with positive limit inferior at 0 has positive infimum.

Energy. Using the two identities for ψ,∫︂
|∇f |2 dµc = Z−1

c

[︂ ∫︂ 2

1

η′2 sinhn−1 e−cs2/2ds + (n− 1)

∫︂ ∞

1

η2 sinhn−3(s)e−cs2/2ds
]︂

≤ Z−1
c

[︂
4e2(n−1) + (n− 1)Ac

]︂
,

where Ac :=
∫︁∞
1

sinhn−3(s)e−cs2/2 ds and we bounded
∫︁ 2

1
sinhn−1 ≤ sinhn−1(2) ≤ e2(n−1).
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The partition function from below. By (4), for 0 < c ≤ 1,

Zc ≥ γ n−1

∫︂ ∞

1

e(n−1)s−cs2/2ds = γ n−1e
(n−1)2

2c

∫︂ ∞

1

e−
c
2 (s−

n−1
c )2ds ≥ 1

2 γ
n−1

√︂
2π
c e

(n−1)2

2c ,

(6)
since the Gaussian centre (n− 1)/c ≥ n− 1 ≥ 1 lies in the integration range, the integral contains
at least half the Gaussian mass.

The angular integral from above. For n = 2, (4) gives sinh−1(s) ≤ γ−1e−s on [1,∞), hence
Ac ≤ γ−1e−1, a constant. For n ≥ 3, sinhn−3(s) ≤ 2−(n−3)e(n−3)s and completing the square,

Ac ≤ 2−(n−3)
√︂

2π
c e

(n−3)2

2c .

Conclusion. Combining, λ1(c) ≤ q−1
n Z−1

c [4e2(n−1) + (n− 1)Ac]. For n = 2, both terms in the
bracket are constants and (6) gives

λ1(c) ≤ C
√
c e−

1
2c .

For n ≥ 3, the cutoff term contributes C1(n)
√
c e−(n−1)2/(2c) ≤ C1(n)e

−(n−1)2/(2c), while the
angular term contributes, after the

√︁
2π/c factors cancel,

C2(n) e
− (n−1)2−(n−3)2

2c = C2(n) e
− 2(n−2)

c ,

whence λ1(c) ≤ C(n)e−β(n)/c with β(n) = min{(n− 1)2/2, 2(n− 2)}.

The proof makes the two costs of Section 3.4 literal. The first exponent is the relative mass of a
unit ball at the origin against a shell at radius (n− 1)/c. The second is the angular kinetic energy
of the first harmonic, (n − 1)Z−1

c Ac, which that shell does not carry. The integrand of Ac peaks
near s = (n − 3)/c (near s = 1 for n = 3), where the weight sinh−2 s ≈ 4e−2s is larger. The
energy is of order e−[(n−1)2−(n−3)2]/(2c) = e−2(n−2)/c. For n = 3 the two exponents coincide at
2/c. Since (n−1)2

2 − 2(n− 2) = (n−3)2

2 ≥ 0, the angular cost 2(n− 2) is no larger for every n ≥ 3
and determines β(n); it is strictly smaller once n ≥ 4.

B.6 Proof of Theorem 3.7

Reduction to the first harmonic. By Proposition 3.3(iii), λ1(c) = λ(1)(c) is the bottom of the
spectrum of −L(1)

c in (1), that is

λ1(c) = inf
η

∫︁∞
0

(︁
η′2 + (n− 1) η2/ sinh2 s

)︁
w ds∫︁∞

0
η2 w ds

, w = Zcρc = sinhn−1(s) e−cs2/2.

The normalisation Zc cancels, and the infimum runs over the form domain of E1, without a mean
zero constraint. It suffices to take η ∈ C∞

c ((0,∞)), a core for this form (Appendix B.3).

(i) The first harmonic. Let V = (n − 1)/ sinh2 s, A = [0, 1], B = [1,∞) and V1 = (n −
1)/ sinh2 1 = minA V . For such η set

α = η(1), m =
1

WB

∫︂
B

η w, X =

∫︂
A

η2w, Y =

∫︂
B

(η −m)2w,

G =

∫︂
B

η′2w, EA =

∫︂
A

(η′2 + V η2)w.

The energy is E ≥ EA +G. The norm is N = X + Y +m2WB because
∫︁
B
(η −m)w = 0. Three

inequalities control these quantities.

(C) By homogeneity EA ≥ κc α2, and EA ≥ V1X since V ≥ V1 on A.

(P) The probability measure w ds/WB on B has −(logw)′′ = c + (n − 1)/ sinh2 s ≥ c, so it is
log-concave with constant c on the interval B. The weights w e−k(1−s)2+ on (0,∞) are log-concave
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with constant c and converge to this restriction to the convex set B as k →∞. The Brascamp–Lieb
inequality [34] (see also [32, Theorem 4.9.1]), applied to these weights, gives Y ≤ c−1G in the limit.

(H) Put T (t) =
∫︁∞
t
w. By Fubini,m−α =W−1

B

∫︁
B
(η(s)−η(1))w(s) ds =W−1

B

∫︁∞
1
η′(t)T (t) dt,

and the Cauchy–Schwarz inequality gives (m− α)2 ≤ DcG. The constant is finite. The function
g = −(logw)′ = cs− (n− 1) coth s, which is −a(s) in (1), is increasing, and where it is positive
T (s) =

∫︁∞
s

(−w′)/g ≤ w(s)/g(s). Hence, for s2 ≥ 1 with g(s2) > 0, T 2/w ≤ w/g(s2)
2 is

integrable on [s2,∞), while on [1, s2] one has T ≤WB and w is bounded below.

Now distinguish two cases. If |α| ≥ |m|/2, then (C) and (P) give

E ≥ 1
2

(︁
κcα

2 + V1X
)︁
+ cY ≥ 1

8κcm
2 + 1

2V1X + cY ≥ min
{︂ κc
8WB

,
V1
2
, c
}︂
N.

In the other case |m− α| > |m|/2, and (C), (H) and (P) give

E ≥ V1X + 1
2

(︂ (m− α)2
Dc

+ cY
)︂
≥ V1X +

m2

8Dc
+
c

2
Y ≥ min

{︂ 1

8DcWB
, V1,

c

2

}︂
N.

Both cases give λ(1)(c) ≥ min{c/2, V1/2, min(κc, D
−1
c )/(8WB)}, which is the bound in (i). It is

positive: WB and Dc are finite, and κc ≥ e−c/2κ0(n) with κ0(n) > 0 by the next paragraph.

(ii) The constants. On A, w ≥ e−c/2 sinhn−1 s, so κc ≥ e−c/2κ0(n) with κ0(n) the infimum at
c = 0. This infimum is positive: on [ 12 , 1] one has w ≥ sinhn−1( 12 ) and η(1)2 ≤

∫︁ 1

1/2
(η′2 + 4η2) ds,

so κ0(n) ≥ sinhn−1( 12 )min{1, V1/4}. For n = 2 the Euler–Lagrange equation (sinh s η′)′ =
η/ sinh s has the solution η = tanh(s/2), regular at the origin. The functional is a positive quadratic
form on an affine space, so this critical point is the minimiser. Integrating by parts gives κ0(2) =
sinh(1) η′(1)/η(1) = 1. ForDc split the integral at s1 = (n−1)/c+1. On [1, s1] use T ≤WB . For
c ≤ (n−1)/4 one has cs2/2−(n−1)s ≤ −3(n−1)s/8 on this interval and sinh s ≥ 1

2 (1−e
−2)es,

hence
∫︁ s1
1
w−1 ds ≤ D̄n := 2n+2

3(n−1) (1 − e
−2)1−ne−3(n−1)/8. On [s1,∞) use T 2/w ≤ w/g2 with

g(s) ≥ g(s1) = c − 2(n − 1)/(e2s1 − 1) ≥ c/2. The last inequality holds because 4x ≤ e2x

for x = (n − 1)/c ≥ 4, and the result is W−2
B

∫︁∞
s1
T 2/w ≤ 4c−2W−1

B . Finally WB ≤
∫︁∞
0
w ≤

21−n
∫︁
R e

(n−1)s−cs2/2 ds = 21−n
√︁

2π/c e(n−1)2/(2c) by sinh s ≤ es/2. In the other direction,
the argument for (6) applies to WB =

∫︁∞
1
w itself for c ≤ (n − 1)/4, since the Gaussian centre

(n− 1)/c ≥ 4 lies in [1,∞). Hence WB ≥ 1
2γ

n−1
√︁
2π/c e(n−1)2/(2c), and 4c−2W−1

B is bounded
on (0, (n− 1)/4]. With these bounds each of the three terms in (i) is at least a constant multiple of√
c e−(n−1)2/(2c) on (0, (n− 1)/4], which is (ii).

The proof splits the radial line at s = 1. The mass WB of the outer region against the capacity κc
of the unit ball is the price of the first harmonic. This price is the radial cost (n − 1)2/(2c) in the
exponent of Theorem 3.6. The angular cost 2(n− 2)/c of that theorem does not appear, because (P)
and (H) do not see the angular potential V on B. This is why the two exponents agree for n ≤ 3 only.

B.7 The amplification lemma of Section 4.2

Lemma B.1 (Extrinsic outputs are exponentially amplified). Let x ∈ Hn with r = d(o, x) and for
w ∈ Rn+1 let Pxw = w + ⟨x,w⟩L x be the Minkowski projection onto TxHn. Then

sinh r ≤ sup
|w|2=1

|Pxw|g ≤
√
2 cosh r,

the lower value attained at the timelike unit vector. An extrinsic network output of Euclidean sizeO(1)
can therefore produce a tangent vector of size Θ(er). A geodesic step inherits the same amplification.

Proof of Lemma B.1. Using ⟨x, x⟩L = −1, |Pxw|2g = ⟨w,w⟩L + ⟨x,w⟩2L. For w = en+1 this equals
−1 + cosh2 r = sinh2 r, while in general ⟨w,w⟩L ≤ |w|22 = 1. Cauchy–Schwarz, applied to w with
its last coordinate negated, gives ⟨x,w⟩2L ≤ |x|22|w|22 = cosh 2r; hence |Pxw|2g ≤ 1 + cosh 2r =

2 cosh2 r.
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B.8 Positivity for every c > 0 (Remark 3.8)

Fix α > 0 and let V = χ(r)eαr with χ a smoothing that makes V of class C2 near o and V ≥ 1.
Away from o, using ∆r = (n− 1) coth r and |∇r| = 1,

LcV

V
= α2 + α(n− 1) coth r − αc r −−−→

r→∞
−∞.

There are therefore θ > 0, b <∞ and R <∞ with LcV ≤ −θV + b1BR
. This Lyapunov condition,

together with the local Poincaré inequality on balls, implies a global Poincaré inequality for µc by
the criterion of [19]; hence λ1(c) > 0 for every c > 0.

B.9 The large c expansion

Remark B.2 (Above the threshold: the Euclidean limit). For large c the law µc concentrates at scale
c−1/2 about o, where coth s = s−1 + s/3 + O(s3) and sinh−2 s = s−2 − 1

3 + O(s2). Inserting
these expansions in (1) with ℓ = 1 gives

−L(1)
c =

[︂
− ∂2s −

(︂n− 1

s
−

(︂
c− n− 1

3

)︂
s
)︂
∂s +

n− 1

s2

]︂
− n− 1

3
+ Erem,

where the bracket is the degree one sector of the Euclidean OU operator with confinement c−(n−1)/3,
whose bottom eigenvalue is c− (n− 1)/3 with eigenfunction s, and where Erem collects the higher
order terms, which are of relative size O(1/c) at scale c−1/2. Carrying the expansion to second order
(derivation below) gives

λ1(c) = c− 2
3 (n− 1) +

4(n− 1)(n+ 2)

45 c
+O(c−2), λ(0)(c) = λ1(c) + c,

the second by Proposition 3.3(iii). The computation is short because s is an exact eigenfunction of the
first order perturbation, so the second order coefficient is a Gaussian moment ratio. The expansion is
formal: a rigorous version would follow the harmonic approximation for low lying eigenvalues [24],
which we do not carry out, so we state it as a prediction. Theorem 3.5 (Appendix B.4) proves the
leading term as an upper bound, lim supc→∞(λ1(c)− c) ≤ − 2

3 (n− 1), and the 1/c term remains a
prediction. Numerically it holds. On Hn for n = 2, . . . , 5, the finite element values of λ1(c)− c at
c = 256 are−0.6653,−1.3299,−1.9938 and−2.6569 against the predicted− 2

3 (n−1) = −0.6667,
−1.3333, −2 and −2.6667, and the scaled remainder c (λ1(c)− c+ 2

3 (n− 1)) converges as c→∞
to 0.356, 0.889, 1.600 and 2.489, against 4(n − 1)(n + 2)/45 = 0.356, 0.889, 1.600 and 2.489.
In particular λ1(c)/c → 1, the Bakry–Émery bound c − (n − 1) of Theorem 3.1(ii) is sharp to
leading order with a deficit tending to (n− 1)/3, and the upper end v−1

n − 1 of the ratio interval in
Corollary 3.4 is not attained.

Derivation. Substitute s = y/
√
c in (1) with ℓ = 1 and expand coth(y/

√
c) =

√
c/y+y/(3

√
c)−

y3/(45 c3/2) +O(c−5/2) and sinh−2(y/
√
c) = c/y2 − 1

3 + y2/(15c) +O(c−2), with ∂s =
√
c ∂y.

Collecting powers of c,
−L(1)

c = c T0 + T1 + c−1T2 +O(c−2),

T0 = −∂2y −
(︂n− 1

y
− y

)︂
∂y +

n− 1

y2
, T1 = −n− 1

3

(︁
y ∂y +1

)︁
, T2 = (n− 1)

(︂y3
45
∂y +

y2

15

)︂
.

T0 is the degree one sector of the Euclidean OU operator with unit confinement. It is symmetric
on L2(w0 dy) with w0(y) = yn−1e−y2/2, its lowest eigenvalue 1 is simple, and the eigenfunction
is g0(y) = y. Write λ1(c) = c λ[0] + λ[1] + c−1λ[2] + O(c−2) and expand the eigenfunction
accordingly. Since T1 and T2 are not symmetric on L2(w0 dy), the Rayleigh–Schrödinger coefficients
are computed with the left eigenvector of T0 in L2(dy): symmetry of T0 on L2(w0 dy) means that its
L2(dy) adjoint is w0T0w

−1
0 , so the left eigenvector for the eigenvalue 1 is w0g0, and pairing with

it is the weighted inner product,
∫︁∞
0
w0g0 (Tkg) dy = ⟨g0, Tkg⟩w0

with ⟨f, g⟩w0
=

∫︁∞
0
fg w0 dy.

The coefficients are therefore λ[1] = ⟨g0, T1g0⟩w0
/⟨g0, g0⟩w0

and λ[2] =
(︁
⟨g0, T2g0⟩w0

+ ⟨g0, (T1−
λ[1])g1⟩w0

)︁
/⟨g0, g0⟩w0

, where g1 solves (T0 − 1)g1 = −(T1 − λ[1])g0 with ⟨g0, g1⟩w0
= 0; the
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symmetric case identities that move T1 to the other side of an inner product are not available, but they
are not needed below. First, λ[0] = 1. Second, T1g0 = −n−1

3 (y + y) = −2
3 (n − 1) g0 exactly, so

λ[1] = − 2
3 (n− 1) and the first order correction to the eigenfunction vanishes, because the equation

(T0 − 1)g1 = −(T1 − λ[1])g0 = 0 has only the solution g1 ∈ span{g0}. Third, with g1 = 0 the
second order coefficient reduces to

λ[2] =
⟨g0, T2g0⟩w0

⟨g0, g0⟩w0

=
4(n− 1)

45

∫︁∞
0
yn+3e−y2/2 dy∫︁∞

0
yn+1e−y2/2 dy

=
4(n− 1)(n+ 2)

45
,

using T2g0 = (n − 1)
(︁

1
45 + 1

15

)︁
y3 = 4(n−1)

45 y3 and
∫︁∞
0
yme−y2/2 dy = 2(m−1)/2Γ

(︁
m+1
2

)︁
, so

that the moment ratio equals 2Γ(n+4
2 )/Γ(n+2

2 ) = n + 2. The radial statement follows from
Proposition 3.3(iii); directly, the radial sector has T (0)

1 = −n−1
3 y ∂y acting on the radial ground state

y2 − n, which is not an eigenfunction of T (0)
1 , and the intertwining identity is the shorter route.

Cross-check by the ground state transform. The same coefficients follow from a symmetric
problem in which no left eigenvector is needed. The unitary map f ↦→ ρ

1/2
c f from L2(ρc ds) to

L2(ds) carries −L(1)
c to the Schrödinger operator H = −∂2s + a2/4 + a′/2 + (n− 1) sinh−2 s. In

the variable y, H = cH0 +H1 + c−1H2 +O(c−2) with

H0 = −∂2y+
y2

4
−n
2
+
n2 − 1

4y2
, H1 = −n− 1

6

(︁
y2−(n−2)

)︁
, H2 = (n−1)

(︂y4
90

+
(n+ 1) y2

60

)︂
,

all symmetric on L2(dy). H0 is the radial harmonic oscillator with eigenvalues 1 + 2k and ground
state u0 = y(n+1)/2e−y2/4, under which y2 and y4 have means n+ 2 and (n+ 2)(n+ 4). Here H1

does not have u0 as an eigenfunction, so the first order correction to the eigenfunction is nonzero and
the second order coefficient carries a sum over states. Since (y2 − (n+ 2))u0 is proportional to the
first excited state u1, that sum has a single term with energy denominator 2, and

λ[1] = − (n− 1)(n+ 2)

6
+

(n− 1)(n− 2)

6
= −2

3
(n− 1),

λ[2] =
(n− 1)(n+ 2)(n+ 4)

90
+

(n− 1)(n+ 1)(n+ 2)

60
− (n− 1)2(n+ 2)

36
=

4(n− 1)(n+ 2)

45
,

using Varu2
0
(y2) = 2(n+ 2) in the last term. The two routes distribute the contributions differently

and agree; the supplied script check_rs.py carries out the second route symbolically.

The expansion is formal in two respects: the series for coth and sinh−2 converge only for |y| <
π
√
c, and T1, T2 are unbounded perturbations of T0. Both are standard features of the harmonic

approximation for low lying eigenvalues, for which [24] gives the asymptotic expansion in the
Schrödinger setting, but we have not carried the argument through for the present operator.

C Experimental details

The core experiment script uses NumPy in double precision on a single CPU, with Matplotlib for
plotting and SciPy, SymPy and mpmath in the auxiliary verification scripts. The reported experiment
scripts run in under an hour at the stated CPU scale. Seeds are fixed in the supplementary code.

C.1 Relaxation rates (Section 5.1) and numerical spectral gaps (Table 5)

Integrator. We integrate the forward SDE on H2 in exact polar coordinates: dr = (coth r −
cr) dt+

√
2 dWr and dφ = (

√
2/ sinh r) dWφ. Negative Euler proposals for r are reflected at r = 0,

a numerical treatment of the Bessel-type singularity. We use N = 20,000 particles, h = 0.005 and
T = 6, clipping the drift at ±50, which binds only near r = 0. Initially, r ∼ |N (3, 0.22)| and
φ ∼ N (0, (0.2/ sinh 3)2), which gives a small cloud at radius 3 and angle 0.
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Table 5: Spectral gap of −Lc on H2 against the bounds of Section 3. Numerical values are the lowest
eigenvalues of the sector problems (1) by a linear finite element method (grid refinement changes
them by less than 10−5 relative). Simulated rates are from Figure 1; the one at c = 0.25 is transient
limited (see the text). The mark n/a denotes an unreached fitting window (c = 0.1), a confinement
not simulated (c = 8), a vacuous bound or a confinement outside the range c ≤ 1 of Theorem 3.6.

c 0.1 0.25 0.5 1 2 4 8

λ(1)(c) = λ1(c), numerical 0.00127 0.0379 0.176 0.565 1.474 3.412 7.375

λ(0)(c)− c, numerical 0.00127 0.0379 0.176 0.565 1.474 3.412 7.375
simulated rate (Section 5.1) n/a 0.0369 0.174 0.544 1.464 3.368 n/a

lower bound c− (n− 1) n/a n/a n/a 0 1 3 7
upper bound Varµc(r)

−1 − c (Cor. 3.4) 0.00146 0.0491 0.239 0.775 2.011 4.612 9.899

envelope
√
c e−1/(2c) (Thm. 3.6) 0.00213 0.0677 0.260 0.607 n/a n/a n/a

Observable and fits. We estimate R(t) = |Eeiφt | over particles and take rates as least squares
slopes of logR on the common window 0.05 ≤ R ≤ 0.7, with t > 0.05; the same window is used
for every c. For c ∈ {0.05, 0.1} the trajectory does not enter this window within the horizon, and
the plotted open triangles therefore use slopes over [T/2, T ]; they are only transient limited upper
estimates, as stated in the caption. The small c envelope

√
ce−1/(2c) explains why the window is not

reached: it predicts a time constant of order 5 × 102 at c = 0.1, two orders beyond the simulated
horizon. The confinement c = 0.25 is a borderline case. The trajectory enters the window only at
t ≈ 5.8 (R(6) = 0.695), and the rate in Table 5 therefore rests on the last 36 points over 0.18 time
units. The whole horizon is only about a quarter of one relaxation time 1/λ1 = 26. This rate is
consistent with λ1, although it is not a measurement at the precision of the other entries; the replicate
started at the radial equilibrium gives 0.044. Longer runs settle the cases c = 0.1 and c = 0.25.
With the same integrator, initial law, N and h (exp1_long.py, two replicates each, slopes on
the same window), they give 0.0386 and 0.0397 at c = 0.25 and T = 120 (ratios 1.02 and 1.05 to
λ1 = 0.0379; about 680 points over 68 time units). At c = 0.5 and T = 40 they give 0.178 and
0.180 (ratios 1.01 and 1.02), and at c = 0.1 and T = 2400, where the window is entered at t ≈ 116,
they give 0.00121 and 0.00127 (ratios 0.95 and 1.00).

Cross-checks. Two further checks test the initial law and the integrator. A replicate initialised at
the radial equilibrium r∗(c), the root of coth r = cr, and fitted on t ≥ 1 with R > 0.035, reproduces
the fitted rates within about 20% at c = 0.25, 0.5, 1 and 2 (the largest deviation, 0.044 against 0.037,
is at c = 0.25). At the other confinements that window gives no fit. An independent integrator in full
hyperboloid coordinates, geodesic Euler–Maruyama with projection after every step, agrees with the
polar one at c = 1. With 4,000 particles from the same initial law, it gives R(T ) = 0.053 against
0.049 from the polar integrator, a difference within the Monte Carlo standard error of about 0.01 at
that sample size.

Numerical spectral gaps. The values in Table 5 are the lowest eigenvalues of the sector forms
Eℓ of (1), obtained by a linear finite element discretisation on a uniform grid over [0, R] with
R = max{9, 1/c+ 9/

√
c} and 8,000 elements, with two point Gauss quadrature per element and

the weight ρc evaluated in log space. The radial sector uses natural boundary conditions and the
second eigenvalue is reported; the angular sectors use a Dirichlet condition at r = 0 and the first
eigenvalue is reported. Doubling the number of elements changes the values by less than 10−5

relative. The radial variance Varµc
(r) in the bound of Corollary 3.4 is computed by quadrature of ρc

on the same interval. The exponent fits quoted in Section 3.4 use the same discretisation with 12,000
elements and R = max{9, (n− 1)/c+ 10/

√
c}; they are least squares slopes of log λ1(c) against

1/c over c ∈ {0.05, . . . , 0.125} for n = 2 (with 1
2 log c subtracted), c ∈ {0.10, . . . , 0.22} for n = 3,

c ∈ {0.18, . . . , 0.35} for n = 4 and c ∈ {0.26, . . . , 0.45} for n = 5. The verification scripts require
NumPy 2.
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Table 6: Spectral gap of −Lc on Hn for n = 3, 4, 5 from the sector problems (1), with the bounds of
Section 3. The residual row tests Proposition 3.3(i). Entries marked n/a are values of c at which a
bound is vacuous or the expansion is negative. The two entries below 10−5 are solved in extended
precision.

c 0.25 0.5 1 2 4 8 16

H3 (β(3) = 2, threshold c = 2)
λ1(c), numerical 7.91× 10−4 0.0346 0.268 1.032 2.869 6.773 14.72

residual λ(0) − λ(1) − c −4× 10−11 5× 10−10 1× 10−8 6× 10−8 4× 10−7 2× 10−6 8× 10−6

upper bound Varµc(r)
−1 − c 8.38× 10−4 0.0403 0.330 1.282 3.532 8.263 17.86

ratio λ1/(Var
−1 − c) 0.943 0.859 0.812 0.806 0.812 0.820 0.824

lower bound c− (n− 1) n/a n/a n/a 0 2 6 14
large c expansion c− 2

3
(n− 1) n/a n/a n/a 0.667 2.667 6.667 14.67

H4 (β(4) = 4, threshold c = 3)
λ1(c), numerical 1.23× 10−6 2.74× 10−3 0.101 0.681 2.375 6.195 14.10

residual λ(0) − λ(1) − c −4× 10−14 −5× 10−11 2× 10−9 3× 10−8 2× 10−7 1× 10−6 5× 10−6

upper bound Varµc(r)
−1 − c 1.23× 10−6 2.86× 10−3 0.114 0.800 2.786 7.205 16.30

ratio λ1/(Var
−1 − c) 0.996 0.959 0.882 0.851 0.853 0.860 0.865

lower bound c− (n− 1) n/a n/a n/a n/a 1 5 13
large c expansion c− 2

3
(n− 1) n/a n/a n/a 0 2 6 14

H5 (β(5) = 6, threshold c = 4)
λ1(c), numerical 6.04× 10−10 9.38× 10−5 0.0284 0.419 1.933 5.642 13.49

residual λ(0) − λ(1) − c −5× 10−19 6× 10−12 1× 10−10 1× 10−8 1× 10−7 8× 10−7 4× 10−6

upper bound Varµc(r)
−1 − c 6.04× 10−10 9.43× 10−5 0.0302 0.472 2.199 6.378 15.15

ratio λ1/(Var
−1 − c) 1.000 0.995 0.942 0.887 0.879 0.885 0.890

lower bound c− (n− 1) n/a n/a n/a n/a 0 4 12
large c expansion c− 2

3
(n− 1) n/a n/a n/a n/a 1.333 5.333 13.33

Higher dimensions. Table 6 repeats the computation on H3, H4 and H5 with 12,000 elements and
R = max{9, (n− 1)/c+10/

√
c}. The residual λ(0) − λ(1) − c of Proposition 3.3 is below 10−5 in

absolute value in every entry (below 1.5× 10−4 on H2 at c = 16), and it grows with c because the
eigenfunctions sharpen at scale c−1/2 on a fixed grid. Doubling the number of elements changes the
entries by less than 10−7 relative. The two entries below 10−5 are the same discretisation solved in
40 digit arithmetic (check_extended.py), since rounding dominates there in double precision.
On H5 at c = 0.25 the double precision solve returns 6.01× 10−10 and moves by up to 2% under
refinement. The extended solve gives 6.035× 10−10, unchanged to eight digits at 24,000 elements
and 0.99996 of the bound. The large c values quoted in Appendix B.9 use R = min{9, 1 + 12/

√
c}

with 16,000 elements, and the limits of the scaled remainder are Richardson extrapolations from
c = 128 and c = 256; doubling the number of elements changes the eigenvalues by less than
3× 10−9.

Checks of Theorems 3.5 and 3.7. Tables 7, 8 and 9 use the same discretisation with 16,000
elements (24,000 for Table 9) andR = max{(n−1)/c+12/

√
c, 2} (fem_lambda.py). Doubling

the number of elements changes the eigenvalues above 10−6 by less than 10−6 relative, whereas
smaller ones are limited by rounding in double precision. The three below 10−8, on H3 at c = 0.1
in Table 8 and at c = 0.025 and 0.03 in Table 9, are therefore the same discretisation solved in 40
digit arithmetic (check_extended.py). Table 7 tests Theorem 3.5: it compares λ1(c) with the
lower bound c− (n− 1) of Theorem 3.1 and the upper bound 1 + n/Eµc

[sinh2 r], the expectation
computed by quadrature (verify3.py, which also checks the identity ∆x1 = nx1 symbolically).
The difference λ1(c)− c approaches the constant −2(n− 1)/3 from above and is within 0.0014 of it
on H2 and 0.0035 on H3 at c = 256. This convergence is the formal prediction of Appendix B.9;
Theorem 3.5 proves only the upper bound. Table 8 tests Theorem 3.7, listing its constants with the
resulting bound and the gap (verify4.py, which also checks the inequality (H) of Appendix B.6
on random functions). The capacity κc comes from the Euler–Lagrange equation of its functional,
checked against a finite element minimisation, and Dc and WB come from quadrature. On H2 the
ratio λ1(c)/bound stays between 5.6 and 7.0 from c = 1 down to c = 0.05, which shows that the
bound carries both the exponent and the

√
c prefactor. On H3 the ratio grows from 10 at c = 1 to
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Table 7: Strong confinement: λ1(c) from the sector problems (1) against the lower bound c− (n− 1)
of Theorem 3.1 and the upper bound 1 + n/Eµc [sinh

2 r] of Theorem 3.5. The difference λ1(c)− c
approaches the value −2(n− 1)/3 predicted by the formal expansion of Appendix B.9. Theorem 3.5
proves this value as an upper bound on the limit superior.

H2, −2(n− 1)/3 = −0.667 H3, −2(n− 1)/3 = −1.333

c c− (n− 1) λ1(c) bound λ1(c)− c c− (n− 1) λ1(c) bound λ1(c)− c

2 1 1.4736 1.7466 −0.5264 0 1.0324 1.4413 −0.9676
4 3 3.4118 3.5395 −0.5882 2 2.8691 3.0517 −1.1309
8 7 7.3750 7.4352 −0.6250 6 6.7729 6.8544 −1.2271
32 31 31.3443 31.3585 −0.6557 30 30.6942 30.7123 −1.3058
128 127 127.3361 127.3396 −0.6639 126 126.6736 126.6780 −1.3264
256 255 255.3347 255.3365 −0.6653 254 254.6701 254.6723 −1.3299

Table 8: The constants of Theorem 3.7, its bound and the finite element value of λ1(c); the last
column is the ratio λ1(c)/bound.

n c κc Dc WB bound of Theorem 3.7 λ1(c) ratio

2 0.05 0.9882 0.8865 1.23× 105 1.00× 10−6 7.01× 10−6 7.01
2 0.1 0.9766 1.0308 586.8 2.07× 10−4 1.27× 10−3 6.16
2 0.25 0.9425 1.0694 17.17 6.81× 10−3 0.0379 5.56
2 0.5 0.8883 0.8943 3.581 0.0310 0.1762 5.68
2 1.0 0.7887 0.7508 0.986 0.1000 0.5645 5.65
3 0.1 1.0327 0.3545 9.61× 108 1.34× 10−10 6.15× 10−9 45.84
3 0.25 0.9890 0.4409 3734 3.31× 10−5 7.91× 10−4 23.89
3 0.5 0.9206 0.5862 47.15 2.44× 10−3 0.0346 14.17
3 1.0 0.7984 0.6682 3.703 0.0270 0.2683 9.96

46 at c = 0.1, while the finite element values of λ1(c) e2/c move only from 2.2 at c = 0.3 to 3.0 at
c = 0.1. The true prefactor is therefore close to constant, as in the upper bound, and the

√
c of the

lower bound is not sharp on H3. Table 9 examines the collapse itself: it gives λ1(c) on H2 for small
c and its ratio to the envelope

√
c e−1/(2c) of Theorem 3.6. The ratio has a minimum near c = 0.2

and stays between 0.55 and 0.75; below c = 0.1 it increases steadily as c decreases, almost linearly
in c (0.598 at c = 0.1, 0.691 at c = 0.05, 0.744 at c = 0.025). This behaviour is consistent with the
two sided bound λ1(c) ≍

√
c e−1/(2c) of Theorems 3.6 and 3.7.

Relaxation rates in higher dimension. In polar coordinates the forward process on Hn is dr =
((n − 1) coth r − cr) dt +

√
2 dWr with a Brownian motion on Sn−1 run at speed sinh−2 r. For

Table 10 we integrate it by Euler–Maruyama in the radial coordinate, with negative proposals
reflected at r = 0, and by a geodesic random walk on Sn−1 with step variance 2h sinh−2 r per
tangent coordinate, which is exact for n = 2 and first order accurate in general. Step sizes are
h = 0.002 for c ≤ 2 and h = 0.001 for c ≥ 4, with 200,000 particles and four independent replicates
per entry; the table reports the replicate mean and standard deviation. The angular runs start from
the radial equilibrium law with the direction concentrated near e1, and the rate is the least squares
slope of logE θ1(Xt) on the window 0.05 ≤ E θ1 ≤ 0.2. The radial runs start from the radial
equilibrium law shifted outwards by 0.3, and the rate is the slope of log |E rt − Eµcr| on the window
[0.02, 0.15]; starting all particles at one radius instead excites transient radial modes of the opposite
sign and biases this slope low by up to 5% at large c. Entries marked n/a are cases in which the
angular decay does not reach the fitting window within the horizon T = 6. The H2 angular rates
are re-estimated under this protocol as a control and agree with the gaps of Table 5 to within 2%.
On H2 the radial rates fitted to E rt are low by 1% to 6%, and Table 11 locates the cause. Any
observable that is an exact eigenfunction of −Lc decays as a single exponential for every initial law,
E f(Xt) = e−λt E f(X0), so its fitted slope contains no transient and measures only the integrator’s
bias and the Monte Carlo noise. We take g0 and g1 from the finite element eigenvectors of the
radial and first harmonic sectors, record E g0(rt) and E g1(rt)θ1 alongside E rt and E θ1 on the same

26



Table 9: Weak confinement on H2: the gap and its ratio to the envelope
√
c e−1/(2c) of Theorem 3.6.

c λ1(c) ratio c λ1(c) ratio

0.025 2.42× 10−10 0.744 0.08 3.44× 10−4 0.629
0.03 7.34× 10−9 0.733 0.1 0.0013 0.598
0.04 5.31× 10−7 0.712 0.15 0.0077 0.557
0.05 7.01× 10−6 0.691 0.2 0.0202 0.550
0.06 3.94× 10−5 0.669 0.25 0.0379 0.560

Table 10: Simulated relaxation rates on Hn against the sector gaps of Proposition 3.3: the angular
observable E θ1(Xt) should decay asymptotically at λ1(c) and the radial observable E rt − Eµc

r
asymptotically at λ1(c)+ c, so the last column should equal 1. Rates are means± standard deviations
over four replicates of 200,000 particles.

n c λ1(c) (FEM) angular rate ratio λ1(c) + c radial rate (radial − angular)/c

2 0.5 0.1762 n/a n/a 0.6762 0.663± 0.019 n/a
2 1 0.5645 0.567± 0.008 1.005 1.5645 1.488± 0.038 0.921
2 2 1.4736 1.471± 0.056 0.998 3.4736 3.266± 0.071 0.897
2 4 3.4118 3.472± 0.075 1.018 7.4118 7.334± 0.121 0.965

3 1 0.2683 0.271± 0.015 1.008 1.2683 1.274± 0.051 1.003
3 2 1.0324 1.036± 0.015 1.004 3.0324 3.026± 0.013 0.995
3 4 2.8691 2.877± 0.056 1.003 6.8691 6.836± 0.142 0.990
3 8 6.7729 6.869± 0.084 1.014 14.7729 14.467± 0.211 0.950

4 1 0.1009 n/a n/a 1.1009 1.122± 0.022 n/a
4 2 0.6811 0.684± 0.005 1.004 2.6811 2.654± 0.076 0.985
4 4 2.3751 2.402± 0.058 1.011 6.3751 6.312± 0.211 0.978
4 8 6.1949 6.286± 0.082 1.015 14.1949 13.918± 0.237 0.954

trajectories, and fit the eigen-observables on the window between 60% and 5% of their initial value.
Two integrators are compared: the polar scheme above at two step sizes, and a geodesic Euler scheme
on the hyperboloid, x← expx(−cr∇r h+

√
2h ξ) with ξ a standard Gaussian in TxH2, which has

no singular drift at the origin. On H2 the eigen-observable ratios sit within 2% of 1 in 21 of the
22 entries and within 3.5% in the remaining one, with no trend in the step size and no difference
between the integrators, while the raw E rt ratios on the same trajectories fall to 0.95 at c = 2. The
same protocol on H3 and H4 gives ratios within 1.5% in all 16 entries, while the raw E rt ratio on
the same trajectories is 0.95 at c = 8. The deviation in Table 10 is therefore a property of fitting a
multi-exponential signal on a fixed window, and the integrators are accurate at the percent level down
to the origin. With the eigen-observables, the difference of the radial and angular rates divided by c
lies between 0.97 and 1.02 in all 19 cases, against the value 1 of Proposition 3.3(iii).

Conditioning protocol. For Table 12, points at radius r are computed in double precision at 512
angles and rounded to each precision. The constraint residual |⟨x, x⟩L + 1| is evaluated in that
precision and maximised over those angles. Without reprojection, 400 geodesic Euler–Maruyama
steps at c = 2 and h = 0.01 started from µ2 let the residual grow to 2.6 × 10−4 in single and
5.7× 10−13 in double precision. Changing chart does not escape the exponential: in the Poincaré
ball a relative coordinate perturbation of size ε produces a geodesic error of order εer through the
conformal factor.

C.2 Hierarchical generation (Section 5.2)

Data. Hierarchy A: groups k ∈ {0, 1, 2, 3} at angles kπ/2 with weights (0.4, 0.3, 0.2, 0.1);
two leaves per group at angular offsets ±0.175; leaf centres expo(3.5(cosϑ, sinϑ, 0)); samples
expcentre(0.15 ξ) with ξ a standard tangent Gaussian. Hierarchy B has three groups with the same
leaf noise. A group of weight 0.6 at angle 0 and radius 4.5 has two subgroups at offsets ±0.30, each
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Table 11: Finite element eigenfunction observables. Ratios of fitted rate to finite element eigenvalue
for the eigen-observables g0(rt) and g1(rt)θ1 (mean ± standard deviation over three replicates of
60,000 particles) next to the ratios for the raw observables E rt and E θ1 fitted on the same trajectories,
for two integrators and two step sizes h on H2 and for the polar integrator on H3 and H4. The last
column is the eigen-observable test of Proposition 3.3(iii), (radial rate − angular rate)/c, which
should equal 1. Entries marked n/a did not reach the fitting window within the horizon.

n c integrator h radial, eigen g0 radial, raw E rt angular, eigen g1θ1 angular, raw E θ1 (radial − angular)/c

2 0.5 polar 0.002 1.006± 0.030 0.971 1.010± 0.017 n/a 1.005
2 0.5 polar 0.001 0.982± 0.017 0.967 1.005± 0.033 n/a 0.974
2 0.5 hyperboloid 0.002 0.995± 0.029 0.985 0.988± 0.014 n/a 0.997
2 0.5 hyperboloid 0.001 0.981± 0.033 0.981 0.996± 0.014 n/a 0.976

2 1 polar 0.002 0.991± 0.003 0.996 1.020± 0.019 1.036 0.975
2 1 polar 0.001 1.019± 0.007 1.022 1.035± 0.009 1.060 1.010
2 1 hyperboloid 0.002 0.998± 0.012 0.981 0.993± 0.023 0.996 1.001
2 1 hyperboloid 0.001 0.988± 0.005 1.004 0.990± 0.055 0.985 0.987

2 2 polar 0.002 0.999± 0.010 0.948 1.012± 0.042 1.014 0.989
2 2 polar 0.001 0.998± 0.005 0.966 0.994± 0.002 0.992 1.001
2 2 hyperboloid 0.002 1.007± 0.005 0.985 0.995± 0.032 1.011 1.016

3 1 polar 0.002 1.003± 0.012 0.984 1.015± 0.008 1.103 1.000
3 2 polar 0.002 1.000± 0.009 0.989 1.002± 0.016 1.002 0.999
3 4 polar 0.001 0.998± 0.003 0.977 1.015± 0.013 1.014 0.986
3 8 polar 0.001 1.003± 0.004 0.947 0.999± 0.019 0.995 1.006

4 1 polar 0.002 1.008± 0.012 1.036 1.008± 0.018 n/a 1.008
4 2 polar 0.002 0.991± 0.009 0.998 0.998± 0.010 0.987 0.989
4 4 polar 0.001 1.001± 0.005 0.983 1.007± 0.036 1.009 0.997
4 8 polar 0.001 1.003± 0.002 0.953 1.005± 0.008 0.996 1.001

Table 12: Hyperboloid constraint error max |⟨x, x⟩L + 1| for points constructed at radius r (512
angles). The representation fails near r ≈ 1

2 log(2/εmach): about 8 in single precision and 18 in
double.

r 2 5 8 12 16 20 24

fp32 1.8×10−6 9.2×10−4 0.36 1.3×103 3.8×106 8.6×109 2.4×1013

fp64 5.3×10−15 3.6×10−12 4.7×10−10 1.9×10−6 7.8×10−3 1.7×101 6.6×104

with two leaves at offsets ±0.10 (four leaves of weight 0.15). A group of weight 0.3 at angle 2π/3
and radius 2.5 has three leaves at offsets −0.35, 0, 0.35 (weight 0.1 each). A group of weight 0.1 at
angle 4π/3 and radius 3.5 has one leaf. Hierarchy C: a tree with branching (4, 4, 4). Each node’s
children lie at geodesic distance 1.3 from it, spread evenly within a cone of half angle π/3 about the
direction away from the parent (the root’s children over the full circle), after the construction of [13].
The 64 leaves lie at radii 3.53 to 3.88, nearest leaves 0.63 apart, with Dirichlet(2) weights spanning a
factor 38 and the same leaf noise. Hierarchy W: the 1170 synsets of the WordNet subtree rooted at
mammal.n.01 (879 leaves, depth up to 9, 6448 pairs in the transitive closure of hypernymy). They are
embedded in the Poincaré disk by the method of [12] as implemented in gensim (dimension 2, 10
negatives, 10 burn-in and 300 training epochs; make_wordnet_embedding.py). The trained
embedding places most synsets at hyperbolic radius 8 to 12, so its hyperbolic radius is halved before
use. This keeps the angular arrangement and brings nine tenths of the synsets to radius 3.9 to 6.1,
with a median nearest neighbour distance of 0.40. All 1170 synsets are cluster centres with equal
weight and noise 0.1. Group TV is computed over 39 groups: the 32 families at depth two (carnivore,
ungulate, rodent, primate and so on, 14 of them single synsets) and, each as a group of its own, the root
and the six synsets at depth one. On H3: group directions at the vertices (±1,±1,±1)/

√
3 with an

even number of minus signs, weights (0.4, 0.3, 0.2, 0.1), leaves at cos(±0.175)ϑg + sin(±0.175) τg
for a fixed unit tangent τg at each vertex, radius 3.5, the same noise. Hierarchies A, B and the H3

data have 8,192 training points, hierarchies C and W 32,768; all have 4,096 test points.

Networks and features. All models use a tanh multilayer perceptron with two hidden layers of
128 units, trained with Adam at learning rate 10−3, reduced to 3× 10−4 after 20k of 30k iterations,
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and batch size 512. The time embedding contains t/T together with sin(2πkt/T ) and cos(2πkt/T )
for k = 1, . . . , 4, giving 9 features. The intrinsic model takes min(r, 12), angular Fourier features
cos kφ, sin kφ for k ∈ {1, 2, 4, 8} and the time embedding, and outputs the frame coefficients (aθ, bθ)
from Section 4.2. The tangent baseline takes y ∈ R2, |y|, the same Fourier features of y/|y| and the
same time embedding, ensuring that both models receive the same feature family. On H3 the intrinsic
inputs are min(r, 12), the direction ϑ ∈ S2, its six products ϑiϑj (i ≤ j) and the time embedding
(19 features). The four outputs are a radial coefficient aθ and a vector wθ ∈ R3. The residual is
uθ = aθer+(wθ− (wθ ·ϑ)ϑ, 0). Its second term is the projection of wθ onto the tangent space of S2

at the direction ϑ of x, placed in the tangential part of TxH3. Hence |uθ|2g = a2θ + |wθ − (wθ · ϑ)ϑ|2
is bounded by the network output at every radius. The baseline’s inputs are y ∈ R3, |y|, the direction
y/|y| with its six products and the time embedding (22 features). For hierarchies C and W the width
is 256 and the budget 40k iterations, with the learning rate reduced after 26.8k. The radial features are
min(r, 12) and sin, cos(πjr/6) for j = 1, . . . , 4, and the angular Fourier features use the doublings
k = 1, 2, 4, . . . up to k = 64 (C) and k = 512 (W). The baseline receives the same features of y/|y|
and |y|. The divergence threshold is r > 7 for C and r > 8.1 for W, about three and two units beyond
the largest cluster radius.

Intrinsic training. We simulate a bank of forward trajectories once from the training set, with
K = 400 steps, h = 0.01 and T = 4. For each batch element, we draw a start index k and a span
m ∈ {1, 2, 4, 8} uniformly, then use the target score ŝ = logxk+m

(Φmh(xk))/(2mh) at xk+m. Here
Φτ is the geodesic flow of the drift alone, computed by m integrator steps, and the residual target
is u∗ = ŝ + cr er. The loss is the batch mean of 2τ |uθ − u∗|2g with τ = mh; the factor 2τ scales
the target to unit variance across spans, so that no span dominates the objective. The span trades
bias against variance. The drift flow centre Φτ (xk) approximates the conditional mean to first order
in τ , which makes this part of the target error of order mh. In exchange, increasing m reduces the
variance of the target by a factor of order m, a signal to noise gain of order

√
m; the largest span

gives mh = 0.08. We have not derived the order of the full conditional score error on the manifold,
which also carries the volume factor of the heat kernel.

Baseline training and sampling. The baseline is a variance preserving OU diffusion on y =
logo x ∈ R2 with exact Gaussian conditionals, trained by exact denoising score matching using ε
prediction at the same budget. Sampling uses 400 reverse Euler–Maruyama steps in the tangent plane
followed by expo, whereas the intrinsic sampler uses 400 reverse geodesic Euler–Maruyama steps of
(2) with the anchored score. Its initial radius comes from numerical inverse transform of the exact
radial density of µc; the released code evaluates the CDF on a fine grid over [0, 14] ([0, 16] on H3)
and interpolates it. The sampler caps the geodesic step norm at 0.5 and the drift norm at 50, with a
numerical wall at r = 30. In the final models on hierarchy A the drift cap never engages, the wall
is never reached and the step cap clips 0.21 to 0.23% of steps, close to the Gaussian tail probability
P(
√
2h|ξ|2 > 0.5) ≈ e−6.25. The caps were chosen for data at radius 3.5 and do not suit much larger

radii at strong confinement. At radius 10 and c = 4 the stationary drift has magnitude cr = 40, and
the drift plus noise proposal would exceed the step cap of 0.5 on about 29% of the steps. For this
reason hierarchy W is used at half its embedded radius in the sweep.

Metrics. MMD2 is computed with the standard U-statistic formula and the Laplacian kernel
k(x, y) = e−d(x,y)/σ on hyperbolic distance, with σ the median pairwise distance of 512 test points.
Since the bandwidth is selected from the evaluation data, the usual unbiasedness guarantee for a fixed
kernel does not strictly apply, and we do not call the estimate unbiased. The choice of kernel matters
on a curved space. The Laplacian kernel is positive definite on Hn because the hyperbolic distance is
conditionally negative definite, whereas the Gaussian kernel of geodesic distance is positive definite
for every bandwidth only on flat spaces [35]. The submitted version used the Gaussian kernel
e−d2/(2σ2) with the median heuristic, and on the test data of hierarchy A its Gram matrix has 55
eigenvalues below −10−8, down to −0.7. Under that kernel the prior µ2 scores closer to the data
than the data to itself (−7.5× 10−3 against −0.05× 10−3), and every MMD2 value in this version
has therefore been recomputed with the Laplacian kernel. The estimator can be slightly negative, and
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we report those values as computed. The other metrics count clusters and failures. Leaf total variation
assigns each generated point to its nearest true leaf centre in hyperbolic distance (eight leaves on
A, B and H3, 64 on C, 1170 synsets on W) and compares the resulting histogram with the true leaf
weights. On W the group TV does the same over the 39 groups described above. Divergence is the
fraction of samples with r > 6 or with non-finite coordinates; the data of A lie at r ≈ 3.5, and the
thresholds for C and W are given above. Every model is trained with three seeds, five on C and W,
and each trained network is sampled with three seeds. A training seed fixes the network initialisation,
the minibatch stream and the bank of forward trajectories, and it is the replication unit, since the
three sample sets of one network share its weights and its bank. Tables 1, 14, 15 and 16 therefore
report the mean and standard deviation over the training seed means, each the mean of three sample
sets; for MMD2 the last three tables add, in parentheses, the standard deviation over all nine (fifteen)
sample sets. The prior mismatch is reported as the mean and standard deviation over three forward
banks, those of the first three training seeds (prior_mismatch_seeds.py); on C and W these
banks are simulated from the first 8,192 training points. The forward diagnostics use the angle φ of
each trajectory endpoint on the hyperboloid: R4(T ) = |Ee4iφT | over the 8,192 training trajectories,
and the prior mismatch is the MMD2 estimate between the first 4,096 endpoints and an independent
sample of µc of the same size, with the same kernel as above. Total compute for all generative runs is
about twenty CPU hours.

D Full ablation and diagnostic results

Parameterisation ladder. Table 13 compares the three score heads of Section 4.2 at c = 2.0 on hi-
erarchy A as a function of the training budget, with everything else fixed (ablation_budget.py).
All three heads use the same data and bank of forward trajectories, width 128, single span targets, the
bounded inputs (min(r, 12), cosφ, sinφ) and the time embedding. The run uses one training seed,
one sampling seed and the Laplacian kernel; the percentages describe this run and are not a replicated
estimate of a divergence probability. The heads differ only in the anchor and in how the network
output becomes a tangent vector. The extrinsic heads output w ∈ R3 and project it with Px, the
anchored one adding −∇Wc and projecting only the residual, whereas the frame head predicts two
coefficients multiplying (er, eφ). With an untrained network the two extrinsic heads send 99% and
96% of the samples beyond r = 6 and the frame head none. The mechanism is the feedback loop of
Section 4.2: once a sample leaves the data, a Euclidean output of size O(1) becomes a tangent vector
of size Θ(er) by Lemma B.1, and the next step moves the sample further out. Training removes the
extrinsic divergence quickly: 1.4% and 0% at 500 iterations, 0.4% and 0.2% at 2000 and none at
6000. At 6000 iterations the three heads reach MMD2 0.039, 0.039 and 0.045 and leaf TV 0.038,
0.057 and 0.085 with the capped sampler. Without the caps the untrained and lightly trained extrinsic
heads produce non-finite coordinates, and the trained ones give the same values. The submitted
version reported 28.7% and 27.1% divergence for the two extrinsic heads after 4k and 6k iterations
with an earlier implementation; the released code does not reproduce those rates, and the table reports
what it gives. The frame representation is therefore a structural guarantee against this mechanism, a
head whose output cannot be amplified by the projection, rather than an accuracy advantage at a fixed
budget. The accuracy of the full model comes from the Fourier features, the multi-span targets and
the budget of Section 5.2 (Table 1).

Forward diagnostics. At T = 4, the c = 2.0 process has R4(T ) = 0.010 and Er(T ) = 0.975,
consistent with the stationary mean radius 0.96 of µ2. At c = 0.25, R4(T ) = 0.380 compared
with the data value 0.765, while the mean radius Er(T ) = 3.91 has moved from the initial 3.5
most of the way to the equilibrium mean 4.19. The forward process has therefore relaxed radially
far more than angularly, the pattern described by Theorem 3.6 and quantified by Proposition 3.3:
at c = 0.25 the radial rate λ(0) = 0.29 gives a relaxation time close to the horizon, whereas
the angular gap 0.038 gives a time scale of about 26. The prior mismatch measures how far the
forward law still is from µc. With the Laplacian kernel and three forward banks per confinement
(prior_mismatch_seeds.py), it is 13.1 ± 1.2, 4.5 ± 1.3, 0.3 ± 0.2, 0.0 ± 0.0 and 0.1 ± 0.1
(×10−3) on hierarchy A at c = 0.25, 0.5, 1, 2 and 4. On hierarchy B it is 26.0 ± 2.3, 13.0 ± 1.3,
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data intrinsic, c=2.0>n−1 intrinsic, c=0.25<n−1 tangent (wrapped)

Figure 2: Data and generated samples in the Poincaré disk. Above threshold (c = 2.0) the intrinsic
model keeps the group weights of the eight leaves and spreads each leaf more widely than the data.
Below threshold (c = 0.25) the same architecture, budget and estimator keep the leaves tighter and
flatten the group weights towards uniform (0.29, 0.28, 0.22 and 0.20 against 0.4, 0.3, 0.2 and 0.1).
This happens because the forward process never destroyed the angular structure that the reverse
process must reallocate. The tangent baseline resolves the leaves with the tangential elongation of the
logo chart.

Table 13: Ladder of score parameterisations at c = 2.0 on hierarchy A against the training budget:
single span targets, angular features cosφ and sinφ only, one training and one sampling seed, the
same data, forward bank, width and sampler for the three heads (ablation_budget.py). MMD2

(×103, Laplacian kernel) and leaf TV are computed with the sampler’s caps. The diverged column
gives the percentage of samples beyond r = 6 or non-finite with the caps and, after the slash, without
them. Iteration 0 is the untrained network.

extrinsic, unanchored extrinsic, anchored frame, anchored

iterations MMD2 leaf TV diverged MMD2 leaf TV diverged MMD2 leaf TV diverged

0 447.8 0.585 98.8/99.5% 425.4 0.637 96.2/96.4% 139.0 0.114 0.0/0.0%
500 59.8 0.200 1.4/2.2% 61.4 0.204 0.0/0.4% 48.0 0.099 0.0/0.0%

2000 49.7 0.125 0.4/0.5% 50.3 0.135 0.2/1.5% 48.1 0.098 0.0/0.0%
6000 38.7 0.038 0.0/0.0% 39.2 0.057 0.0/0.0% 45.0 0.085 0.0/0.0%

1.2 ± 0.6, 0.0 ± 0.0 and 0.0 ± 0.0 (×10−3) at the same confinements. On H3 it is 15.7 ± 0.2,
1.6 ± 0.2, 0.0 ± 0.1, 0.0 ± 0.0 and 0.1 ± 0.0 (×10−3) at c = 0.5, 1, 2, 4 and 8 (Tables 14 and 15;
C and W in Table 16). The bank to bank standard deviation is at most about a tenth of the mean
at the smallest confinement and grows relative to the mean as the mismatch approaches estimator
noise. The diagnostic is therefore stable as a trend, and if it serves as a model selection statistic, a
mean over a few banks should be used. Its decay can also be compared with the theory. Since the
mismatch is a squared distance between mean embeddings, it decays on the scale e−2λ1(c)T rather
than e−λ1(c)T when the first spectral mode dominates. Over the confinements with a mean mismatch
above 10−4, the slope of log mismatch against λ1(c)T is −1.8 on A, −1.5 on B, −2.4 on H3, −3.0
on C and −1.6 on W, around the value −2 of a single mode. With two or three points per hierarchy
and several modes present, this is a consistency check, not a fit. On A, B and W the point at c = 1
is within two standard deviations of zero, and without it the slopes are −1.9, −1.3 and −0.9. The
diagnostic uses only the forward process; if the mismatch remains appreciable at the chosen horizon,
the reverse sampler is initialised from a law that the forward process has not reached.

Training variability. Table 14 repeats Table 1 for hierarchies A and B with the standard deviation
over all nine sample sets in parentheses, and Figure 3 plots the sweep on every hierarchy. The training
seed is the replication unit, because the three sample sets of one network share its weights and its
bank of trajectories. The deviation of MMD2 over all nine sample sets is between 0.9 and 1.6 times
the training seed deviation (at c = 2 on hierarchy A, 0.63× 10−3 against 0.57× 10−3). With three
training seeds the deviations have two degrees of freedom and are descriptive. The orderings reported
in Section 5.2 nevertheless hold seed by seed. On hierarchy A the MMD2 of the three training seeds
is 2.0, 2.4 and 2.3 at c = 1, against 2.7, 2.7 and 3.7 at c = 2, 6.0, 7.4 and 6.4 at c = 4 and 8.5, 9.9
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and 8.1 at c = 0.25 (all ×10−3). In every seed c = 1 is below c = 2, which is below c = 4, with
c = 0.25 worst. On hierarchy B, by contrast, the models at c = 1 and c = 2 are not separated by the
training seeds (8.0, 7.1, 5.9 against 7.5, 6.9, 8.2). The leaf TV of the wrapped baseline varies more
across training seeds than across sampling seeds on hierarchies A and B. No sample diverged on
hierarchy A; on hierarchy B at most 0.07% of samples diverged in any run. These uncertainties are
standard deviations over seeds and not formal significance tests.

Table 14: Hierarchical generation on H2: mean ± standard deviation over the three training seeds
(each the mean of three sample sets), with the standard deviation over all nine sample sets in
parentheses. The mismatch is the mean ± standard deviation over three forward banks. MMD2 and
mismatch are multiplied by 103; lower is better. When the first spectral mode dominates, MMD2

decays on the scale e−2λ1(c)T , since it is a squared distance between mean embeddings. The mismatch
is consistent with this scaling. The generation error is smallest at the threshold and larger on both
sides.

hierarchy A hierarchy B

model λ1(c)T MMD2 (×103) leaf TV mismatch MMD2 (×103) leaf TV mismatch

intrinsic, c = 0.25 0.15 8.8± 1.0 (1.3) 0.133± 0.008 13.1± 1.2 35.1± 1.6 (2.4) 0.239± 0.010 26.0± 2.3
intrinsic, c = 0.5 0.70 3.3± 0.5 (0.7) 0.072± 0.010 4.5± 1.3 17.6± 1.5 (1.4) 0.155± 0.009 13.0± 1.3
intrinsic, c = 1.0 2.26 2.2± 0.2 (0.2) 0.040± 0.003 0.3± 0.2 7.0± 1.1 (1.0) 0.065± 0.012 1.2± 0.6
intrinsic, c = 2.0 5.89 3.0± 0.6 (0.6) 0.047± 0.007 0.0± 0.0 7.6± 0.6 (0.8) 0.053± 0.009 0.0± 0.0
intrinsic, c = 4.0 13.65 6.6± 0.7 (0.7) 0.063± 0.012 0.1± 0.1 16.8± 0.9 (0.9) 0.103± 0.019 0.0± 0.0
wrapped baseline – 5.6± 0.3 (0.4) 0.039± 0.013 – 13.1± 0.5 (0.5) 0.032± 0.012 –
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(a) ℍ 2, hierarchies A, B, C and W
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A: prior mismatch
A: wrapped baseline
B: prior mismatch
B: wrapped baseline

C: prior mismatch
C: wrapped baseline
W: prior mismatch
W: wrapped baseline

A: generation
B: generation
C: generation
W: generation

ℍ 3: prior mismatch

ℍ 3: wrapped baseline

ℍ 3: generation

Figure 3: Generation error against confinement on (a) H2, hierarchies A, B, C and W, and (b) H3.
Filled markers: MMD2 between generated samples and test data, mean ± standard deviation over
nine sample sets (fifteen on C and W). Open markers: the prior mismatch, the MMD2 between the
forward endpoint cloud of one bank and an exact sample of µc, which needs no network (values
zero within estimator noise omitted). Dashed lines: the wrapped baselines; dotted vertical line: the
threshold c = n− 1.

Hierarchy B. Figure 4 shows hierarchy B in the Poincaré disk for the data, the intrinsic model at
c = 2 and c = 0.25 and the baseline, with the conventions of Figure 2. The heavy group at radius
4.5 separates the models. The intrinsic model at c = 2 keeps the group weights (0.58, 0.30 and
0.12 in the plotted samples against 0.6, 0.3 and 0.1) while spreading the four heavy leaves along the
boundary, with a median distance to the nearest leaf of 0.75 against 0.18 in the data. At c = 0.25 the
trade is reversed: these leaves are more compact, 0.48, whereas the group weights are flattened to
0.37, 0.44 and 0.19. The baseline stretches the heavy leaves into a long arc along the boundary, 1.44,
the tangential elongation of the logo chart.

The hierarchy on H3. The hierarchy places four groups at the vertices of a tetrahedron, with the
weights, leaf offsets, radius and noise of hierarchy A (Appendix C). The intrinsic model uses the
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data intrinsic, c= 2:0>n¡ 1 intrinsic, c= 0:25<n¡ 1 tangent (wrapped)

Figure 4: Hierarchy B: data and generated samples in the Poincaré disk, conventions as in Figure 2.

radial scalar head and the projected tangential vector head of Section 4.2 (Appendix C, Networks
and features) with inputs min(r, 12), the direction ϑ ∈ S2 with its degree two products and the time
embedding. The baseline is an OU diffusion in R3 with the same features. The threshold is c = 2,
and we train at c ∈ {0.5, 1, 2, 4, 8} with the seeds, budgets and metrics of Section 5.2. Table 15 gives
the sweep. The ordering c = 1 below c = 2 below c = 0.5 below c = 4 below c = 8 holds for
every training seed, and leaf TV is smallest at the threshold. Figure 5 shows the direction ϑ ∈ S2 of
generated points in longitude and latitude, coloured by radius. The data leaves are tight in direction,
since noise of scale 0.15 at radius 3.5 subtends an angle of about 0.01. At c = 1 the eight leaves are
resolved with a modest angular spread. At c = 4 the spread within each leaf is visibly larger and
stray points appear between groups, the visual counterpart of the larger MMD2. The baseline has the
fewest stray points, with a slightly wider spread within each leaf than at c = 1.

Table 15: Hierarchical generation on H3, threshold c = 2; conventions as in Table 14. No sample
diverged in any run.

model λ1(c)T MMD2 (×103) leaf TV mismatch

intrinsic, c = 0.5 0.14 16.3± 1.3 (1.5) 0.133± 0.013 15.7± 0.2
intrinsic, c = 1.0 1.07 11.5± 1.0 (0.9) 0.079± 0.014 1.6± 0.2
intrinsic, c = 2.0 4.13 13.0± 0.3 (0.4) 0.059± 0.009 0.0± 0.1
intrinsic, c = 4.0 11.48 22.6± 2.2 (2.0) 0.079± 0.028 0.0± 0.0
intrinsic, c = 8.0 27.09 38.2± 1.6 (1.5) 0.105± 0.013 0.1± 0.0
wrapped baseline – 11.7± 1.0 (0.9) 0.043± 0.003 –

data intrinsic, c= 4>n¡ 1 intrinsic, c= 1<n¡ 1 tangent (wrapped)

Figure 5: Hierarchy on H3: directions of data and generated samples in longitude and latitude, colour
giving the radius (viridis, 2.5 to 4.5).

Hierarchies C and W. Table 16 gives the sweep on the two larger hierarchies, with the conventions
of Table 14; the floor rows give the values of the test set itself against the training set, set by 4,096
samples over 64 and 1170 clusters. At most 0.02% of samples diverged in any run on C and 0.15%
on W. Figures 6 and 7 show the data and samples in the chart logo, geodesic polar coordinates
(r cosφ, r sinφ), together with one sector in the coordinates (φ, r); unlike the Poincaré disk, this
chart does not compress the radius. On both hierarchies the difficulty is the fine structure. The
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nearest clusters are 0.63 apart on C and a median 0.40 on W in hyperbolic distance, against 3.6 on
hierarchy A, and the baseline therefore faces the same fine structure as the intrinsic model. The
angular Fourier features of the networks sit at the doublings k = 1, 2, . . . , 64 (C) and up to 512
(W). Three diagnostics on C, each for the first training seed at c = 1 and for the baseline with
everything else fixed, test whether the unresolved leaves are a matter of the configuration (Fig-
ure 8 shows two of them; experiments_tree_dense.py, experiments_tree_big.py,
experiments_tree_fine.py). The standard configuration gives MMD2 0.72× 10−3 and leaf
TV 0.160 at c = 1, and 0.82 and 0.227 for the baseline. The dense basis cos kφ, sin kφ for every
k ≤ 64 gives 1.04 and 0.121 at c = 1, and 0.59 and 0.218 for the baseline. Four times the budget,
width 512 and 160k iterations, gives 1.53 and 0.136 at c = 1 and 1.39 and 0.227 for the baseline,
with faint stripes in the sector plot. With this budget the MMD2 is larger for both models, within
the spread of the five training seeds of the standard configuration (0.72 to 1.60 at c = 1, 0.79 to
2.34 for the baseline). A finer discretisation, 1000 steps of h = 0.004 for the bank, the targets and
the sampler, gives 1.00 and 0.145 at c = 1 and 0.65 and 0.218 for the baseline. The leaves within a
branch remain unresolved in every case.

Hierarchy W at full radius. A final experiment uses the embedding at its full radius (synsets
mostly at radius 8 to 12, nearest neighbours a median 5.8 apart). The sampler’s caps are raised to a
drift of 200 and a step of 1.5, and the radial features extend to r = 14. One training seed per model
gives the same ordering: MMD2 0.49, 0.38, 0.88, 0.99 and 1.90 (×10−3, kernel bandwidth 19) at
c = 1, 2, 4, 0.5 and 0.25 against 0.34 for the baseline. Below the threshold the mismatch is 9.6
at c = 0.25 and 3.6 at c = 0.5 (×10−3), and one sample diverged, at c = 0.25. The synset level
remains unresolved: node TV is far from its floor for every model, 0.41 to 0.46 against 0.21. The
baseline has the lowest MMD2, while its node TV 0.446 and group TV 0.072 are worse than the
intrinsic model’s 0.412 and 0.057 at c = 1; with one seed per model these differences are descriptive
(experiments_wordnet_full.py).

Table 16: Hierarchical generation on hierarchies C and W: mean ± standard deviation over the five
training seeds (each the mean of three sample sets), with the standard deviation over all fifteen sample
sets in parentheses. The mismatch is the mean ± standard deviation over three forward banks of
8,192 points. MMD2 and mismatch are multiplied by 103. The sampling floor is the test set itself
against 4,096 training points.

model λ1(c)T MMD2 (×103) leaf or node TV group TV mismatch

hierarchy C (64 leaves at depth three)
intrinsic, c = 0.25 0.15 3.24± 0.63 (0.71) 0.171± 0.009 – 7.09± 0.53
intrinsic, c = 0.5 0.70 1.42± 0.31 (0.35) 0.147± 0.005 – 1.36± 0.28
intrinsic, c = 1.0 2.26 1.18± 0.41 (0.46) 0.160± 0.015 – 0.01± 0.05
intrinsic, c = 2.0 5.89 1.50± 0.27 (0.33) 0.187± 0.005 – 0.02± 0.01
intrinsic, c = 4.0 13.65 2.80± 0.30 (0.37) 0.239± 0.004 – 0.01± 0.04
wrapped baseline – 1.24± 0.67 (0.66) 0.225± 0.008 – –
sampling floor – 0.18 0.054 – –

hierarchy W (1170 WordNet synsets, 39 groups)
intrinsic, c = 0.25 0.15 2.11± 0.34 (0.38) 0.284± 0.004 0.080± 0.008 3.22± 0.24
intrinsic, c = 0.5 0.70 0.88± 0.15 (0.22) 0.277± 0.004 0.049± 0.007 1.95± 0.07
intrinsic, c = 1.0 2.26 0.37± 0.15 (0.18) 0.280± 0.002 0.044± 0.008 0.13± 0.09
intrinsic, c = 2.0 5.89 0.27± 0.06 (0.14) 0.287± 0.004 0.047± 0.004 0.07± 0.06
intrinsic, c = 4.0 13.65 0.61± 0.12 (0.18) 0.298± 0.003 0.055± 0.004 0.01± 0.01
wrapped baseline – 0.33± 0.03 (0.06) 0.313± 0.002 0.062± 0.004 –
sampling floor – 0.05 0.214 0.027 –

Sampler caps and step size. The intrinsic sampler caps the geodesic step at 0.5 and the drift at 50,
and the rise of the error above the threshold could in principle be an artefact of these caps or of the
reverse step. To test this, we retrained the first training seed of every intrinsic model on hierarchy A
and on H3. We then sampled each network with its three sampling seeds at the reverse step h = 0.01
of the paper and at h = 0.005 and h = 0.0025, counting the capped steps (sampler_caps.py;
Table 17). The caps rarely engage. At h = 0.01 the step cap engages in 0.21 to 0.23% of the steps on

34



data intrinsic, c= 1= n¡ 1 intrinsic, c= 0:25<n¡ 1 tangent (wrapped)
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Figure 6: Hierarchy C: data and generated samples in the chart logo (top) and in the sector marked in
red, in the coordinates radius against angle (bottom), 12,288 points per panel. The four branches and
their weights are reproduced; the sixteen leaves of a branch, visible as stripes in the data, are smeared
into one cloud by every model.

data intrinsic, c= 1= n¡ 1 intrinsic, c= 0:25<n¡ 1 tangent (wrapped)
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Figure 7: Hierarchy W, built on the WordNet mammal taxonomy: as Figure 6, with the sector
containing the primates. The angular density of the families is reproduced at c = 1 and the synset
level is not.
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Figure 8: Hierarchy C, the sector of Figure 6: the data (left), then the intrinsic model at c = 1 (top)
and the wrapped baseline (bottom) in the standard configuration, with four times the budget and with
the finer discretisation; first training seed, 12,288 points per panel.
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H2 and in 0.65 to 0.70% on H3, independently of c. These shares are close to the tail probability of
the Gaussian increment alone, P(

√
2h |ξ| > 0.5) with ξ standard normal in two or three dimensions

(0.19% and 0.59%). The drift cap never engages. At h = 0.005 at most 0.002% of the steps are
capped, and at h = 0.0025 none. The step size does not change the shape of the sweep. With the finer
steps the MMD2 changes by +0.02 to −0.84× 10−3, at most 16%, on hierarchy A and by +0.39
to −1.84× 10−3, at most five percent, on H3. The minimum at c = 1 and the rise at large c are the
same at all three step sizes; only c = 0.5 and c = 2 on hierarchy A, within 0.01 × 10−3 of each
other at h = 0.01, change places. The rise at large c is therefore not produced by the caps or by the
discretisation. This experiment does not determine whether the rise comes from the score estimate
itself or from the sampler’s sensitivity to score error.

Table 17: Sampler caps and reverse step size, first training seed of each intrinsic model: fraction of
reverse steps at which the geodesic step cap engaged (the drift cap never did) and MMD2 (×103,
mean ± standard deviation over three sampling seeds) at the reverse step h = 0.01 of the paper and
at two finer steps, with the same trained network.

h = 0.01, K = 400 h = 0.005, K = 800 h = 0.0025, K = 1600

hierarchy c capped steps MMD2 capped steps MMD2 capped steps MMD2

A (H2) 0.25 0.22% 8.5± 1.1 < 0.01% 8.1± 0.6 0.00% 8.2± 1.0
0.5 0.21% 2.7± 0.3 < 0.01% 2.7± 0.4 0.00% 2.7± 0.4
1 0.22% 2.0± 0.1 < 0.01% 1.8± 0.4 0.00% 1.7± 0.3
2 0.21% 2.7± 0.4 < 0.01% 2.5± 0.2 0.00% 2.3± 0.2
4 0.23% 6.0± 0.2 < 0.01% 5.8± 0.2 0.00% 5.2± 0.8

H3 0.5 0.65% 17.3± 1.0 < 0.01% 17.2± 0.8 0.00% 17.1± 0.7
1 0.65% 10.4± 0.4 < 0.01% 10.3± 0.2 0.00% 10.2± 0.8
2 0.65% 12.9± 0.1 < 0.01% 13.3± 0.3 0.00% 12.7± 0.2
4 0.67% 23.6± 1.0 < 0.01% 22.9± 1.5 0.00% 22.7± 0.2
8 0.70% 40.0± 0.5 < 0.01% 38.2± 1.1 0.00% 38.2± 0.4

Code availability

All code, result files and verification scripts are available at
https://github.com/dgodorozha/2026-NeurIPS-STODY-Camera-Ready.
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